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Nature is an endless combination and 
repetition of a very few laws.  She hums 

the old well-known air through 
innumerable variations.  

      – Ralph Waldo Emerson 
Essays, Lectures and Orations, 1851 

 
Computational modeling has become an 
important tool in contemporary science, and 
once again we find that the snow crystal 
presents a fascinating microcosm of modern 
scientific investigation. Being an intrinsically 
complex phenomenon, one does not simply 
develop a “theory” of snow crystal formation, 
at least not in the simplest sense of the word. 
Instead it is necessary to first break the 

problem down into its constituent parts, to 
better understand the variety of physical 
processes acting over different scales. Then 
one reassembles those parts to replicate the 
phenomenon as a whole, and that requires 
computational modeling.  

The scientific method remains intact in this 
view, but now the computational model 
becomes the hypothesis to be tested, as it 
predicts specific snow crystal structures for 
given environmental and physical inputs. If the 
hypothesis agrees with experimental 
measurements over a broad range of 
conditions, then we can rightly say that we have 
solved the problem to a large degree. 

In the preceding chapters we focused on 
reductionist science in the classical sense, 
studying the different pieces of the snow 
crystal puzzle in isolation – the crystal structure 
and material properties of ice in Chapter 2, the 
molecular dynamics of attachment kinetics in 
Chapter 3, and the physics of diffusion-limited 
growth in Chapter 4. Using physical insights 
gained from these studies, we now examine 
numerical techniques that allow us to grow 
computational snow crystals. 

 

Facing Page: An array of snow-crystal models 
generated using the cellular-automaton 
method [2014Kel]. Different values of the 
supersaturation 𝝈𝝈∞ (vertical axis) and 𝝈𝝈𝟏𝟏𝟏𝟏 
(horizontal axis) were used, the latter being a 
nucleation parameter in 𝜶𝜶𝒑𝒑𝒑𝒑𝒑𝒑𝒑𝒑𝒑𝒑(𝝈𝝈𝒑𝒑𝒔𝒔𝒑𝒑𝒔𝒔). The 
basal attachment coefficient 𝜶𝜶𝒃𝒃𝒃𝒃𝒑𝒑𝒃𝒃𝒃𝒃(𝝈𝝈𝒑𝒑𝒔𝒔𝒑𝒑𝒔𝒔) was 
the same for all models shown. Numbers give 
physical growth times in seconds. 
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In principle, building a computer model of 
a growing snow crystal is straightforward 
enough. Starting with a small digital ice crystal, 
first numerically solve the diffusion equation 
around it, assuming all the proper boundary 
conditions. From this solution, extract the 
growth rate at all points on the surface. Use this 
information to “grow” the crystal a small 
amount to yield a slightly larger crystal. Then 
repeat. After many iterations, the crystal 
develops into a complex morphology that 
hopefully resembles a laboratory snow crystal 
grown under the same physical conditions. 
Alas, although it all may sound straightforward 
in principle, developing appropriate numerical 
algorithms that can accomplish this task is far 
from trivial. 

When setting out to create a snowflake 
simulator, one soon encounters error-
propagation problems, numerical instabilities, 
uncertain geometrical factors, and numerous 
other issues that must be addressed. Moreover, 
a variety of shortcuts and approximations are 
required if one is to produce a realistic code 
with finite spatial resolution and a reasonable 
running time. Some quantities like local 
curvature may not even be precisely defined on 
complex polygonal surfaces, and the growth of 
faceted surfaces presents some unique 
challenges related to local geometry as well. As 
is often the case in science, the devil is in the 
details, and numerical modeling involves a lot 
of details. 

Several different classes of computational 
strategies have been developed over the years 
for simulating a range of solidification 
problems, and each technique comes with its 
own strengths and weaknesses. Several of these 
methods have been applied to the specific 
problem of snow-crystal growth, but only with 
limited success to date. Developing a robust 
numerical method that reproduces crystal 
growth that is both branched and faceted 
remains very much a work in progress.  
 Because this book is about the science of 
snow crystal formation, the present chapter 
will focus on numerical modeling techniques 
that strive to produce physically realistic 

simulations, not just pretty pictures of 
snowflakes. Our objective is to create 
computational models that can be compared 
with experimental observations in a 
quantitative fashion, reproducing both growth 
rates and morphologies over a broad range of 
conditions. Moreover, the model 
underpinnings should derive from sound 
molecular and statistical physics to the greatest 
possible degree, rather than ad hoc 
parameterizations.  

Importantly, a successful computational 
model should reproduce the full menagerie of 
snow crystal structures as a function of external 
growth conditions, including temperature, 
supersaturation, background gas pressure, and 
any other factors we care to include. 
Generating digital structures that resemble 
stellar snowflakes is a fine start, but this alone 
is not a bone fide scientific objective. The 
ultimate goal in this chapter is to develop a true 
physical model of snow crystal formation. 
 
5.1 A Progression of 
Snow Crystal Models 
The overarching topic of structure formation 
during solidification has received much 
attention in the scientific literature, and 
numerous reviews are available [2017Jaa, 
2002Boe, 2016Kar, 2018Che]. The various 
algorithms and computational techniques can 
be mathematically quite sophisticated, and I am 
by no means an expert in this broad and 
technical field. To limit the scope of this 
chapter, therefore, I will mostly restrict the 
discussion to research efforts that have 
examined the specific problem of snow crystal 
growth. 
 
Packard Snowflakes 
In 1986, Norman Packard described one of the 
first attempts to model structure formation 
during solidification using cellular automata 
(CA) methods [1986Pac]. Although Packard’s 
CA rules were not physically derived, they 
revealed a rich variety of morphological 
structures that developed during growth, 
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including the Packard snowflake shown in 
Figure 5.1. Packard’s iterative cellular automata 
could be considered something of an extension 
of the ideas behind the Koch snowflake 
[1904Koc] (see Chapter 4), enabled by the easy 
availability of personal computers in the 1980s. 
These early models were intriguing for their 
ease in generating complex structures from 
simple governing rules, but they contained only 
a superficial relation to the actual physical 
process of solidification. 
 
Diffusion-Limited 
Aggregation 
In a landmark early paper modeling diffusive 
transport, Thomas Witten and Leonard Sander 
[1981Wit] examined the formation of metal-
particle aggregates via a random-walk process 
that they called diffusion-limited aggregation 
(DLA). In their model, individual particles 
traversed a fixed grid in random small steps 
until they encountered a solid surface and 
stuck, thus simulating a crude form of 
diffusion-limited solidification. Being 
especially easy to implement on small 
computers, the DLA method was quickly 
adapted and applied across many fields to a 
wide range of physical phenomenon. 

Rong-Fu Xiao, J. Iwan Alexander, 
and Franz Rosenberger carried the DLA 
method a step further by incorporating 
cellular-automata rules that attempted to 
simulate anisotropic attachment kinetics 
and molecular surface diffusion 
[1988Xia]. With a suitable adjustment of 
their model parameters, the authors 
demonstrated a clear transition from 
faceted to dendritic growth 
morphologies, as seen in Figure 5.2. 
Moreover, this transition resulted from 
the competing processes of particle 
diffusion and attachment kinetics, 
which is essentially the current paradigm 
of snow crystal formation. When 
applied to a fixed triangular grid, the 
Xiao et al. DLA model was the first to 

convincingly demonstrate this central snow-
crystal morphological transition using rational 
(albeit not entirely accurate) physical 
foundations.  

 

Figure 5.1: A Packard snowflake (left), generated using 
simple nearest-neighbor rules in a cellular automaton, 
compared to a photograph of a natural snowflake (right). 
Although there are obvious structural similarities between 
the two images, the model has little basis in the physical 
processes underlying snow crystal growth. (Image adapted 
from [2008Gra].) 

Figure 5.2: A progression from faceted prism 
growth (a) to dendritic growth (d) in a two-
dimensional DLA model [1988Xia]. This work was 
the first to demonstrate a morphological transition 
of this nature resulting from the competing 
processes of diffusion-limited growth and surface 
attachment kinetics. 
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Improving Physical Inputs 
In 1990, Etsuro Yokoyama and Toshio 
Kuroda presented the first significant attempt 
to create a comprehensive physical model of 
snow-crystal growth dynamics [1990Yok]. By 
combined a novel molecular model of 
temperature-dependent attachment kinetics 
[1982Kur] with a numerical method for solving 
the diffusion equation, the authors sought to 
recreate the growth behavior of actual snow 
crystals under realistic environmental 
conditions.  

While previous investigators had simulated 
general growth behaviors using ad hoc 
parameterizations, Yokoyama and Kuroda 
modeled the specific phenomenon of snow 
crystal growth from water vapor, including a 
careful examination of all the physical 
processes involved. Notably, the authors 
incorporated the known physical properties of 
ice and water vapor, allowing a direct 
quantitative comparison between simulated 
snow crystals and laboratory experiments. As 
the authors stated in their abstract [1990Yok]: 
“We propose a model of pattern formation in 
the growth of snow crystals that takes into 
account the actual elemental processes relevant 
to the growth of crystals, i.e., a surface kinetic 
process for incorporating molecules into a 
crystal lattice and a diffusion process.”  

In terms of numerical techniques, the 
authors began with the differential equations 
describing the diffusion of water-vapor 
molecules in air, along with a reasonable 
estimate for the boundary conditions at the 
crystal surface, including an attachment 
coefficient with deep cusps at the facet angles. 
The diffusion equation was solved using a 
Green’s function method that generated the 
supersaturation field around the crystal along 
with the growth velocity at each point on the 
surface. The solidification front was then 
propagated in small steps to grow a two-
dimensional snow crystal, as illustrated in 
Figure 5.3. 

This paper, I believe, was the first to 
recognize the central importance of a detailed 

molecular model of the attachment kinetics for 
understanding snow crystal formation. Kuroda 
and his collaborators were also pioneering in 
their early realization that latent heating and 
surface-energy effects were relatively minor 
compared to the dominant processes of 
particle diffusion and surface attachment 
kinetics, as I discussed in detail in Chapter 4.  

The computational model in Figure 5.3 
exhibits the initial growth of a faceted prism 
followed by the development of six primary 
branches, both well-known phenomena in 
snow crystal formation. Note also that the 
model depicts actual physical sizes at real 
physical times, as is needed for comparison 
with experimental measurements. This was 
only a 2D simulation, using a largely incorrect 
model of the attachment kinetics (see Chapter 
3), so it was not yet suitable for direct 
comparisons with experiments. Moreover, the 
Green’s-function method used to solve the 
diffusion equation was inefficient compared to 

Figure 5.3: This numerical model by 
Yokoyama and Kuroda [1990Yok] exhibits an 
initial transition from a round seed crystal to a 
faceted plate, followed by the formation of six 
primary branches. Unlike earlier 
investigations, these authors created the first 
detailed physical model of the specific 
phenomenon of snow crystal growth from 
water vapor. 
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modern numerical techniques. 
Nevertheless, the authors’ careful 
examination of the relevant 
physical processes was a 
substantial step toward developing 
a physically accurate model of 
snow crystal growth. 
 
Front-Tracking 
Soon after these early modeling 
efforts, the field expanded rapidly 
as several innovative mathematical 
techniques were developed and 
applied to investigations of a variety of 
solidification phenomena. At first these studies 
focused mainly on solidification from the melt, 

which has metallurgical applications and 
involves relatively small anisotropies in surface 
physics (see Chapter 4). Just recently, however, 
the field has begun expanding into modeling 
crystal growth that exhibits both faceting and 
branching, including snow crystal growth.  

In 2012, Barrett, Garcke, and Nürnberg 
presented numerical simulations of growing 
snow crystals using a finite-element method in 
which the ice surface was approximated using 
an adaptive polygonal mesh [2012Bar]. This is 
one variant of a front-tracking strategy, as it 
defines a sharp solidification front between 
solid ice and the water-vapor field surrounding 
it [1996Sch, 2010Bar].  

Figure 5.4 shows one example of a 3D 
simulation of a growing snow crystal from 
[2012Bar]. As with the Yokoyama and Kuroda 
model, Figure 5.4 again exhibits the initial 
formation of a faceted prism followed by a 
transition from faceted to branched growth. 
Figure 5.5 shows another example modeling 
the growth of a hollow column. 
 The authors concluded in this study that a 
substantial surface-energy anisotropy was 
necessary to produce faceted growth in their 
models, while anisotropy in the attachment 

Figure 5.5: A 3D front-tracking model of a 
hollow columnar snow crystal, showing a 
transition from faceted to hollow growth 
[2012Bar]. The top images show renders of the 
full 3D model as it developed, while the lower 
images show cross-sectional views that also 
depict the supersaturation field around the 
crystal. 

Figure 5.4: (below) A 3D front-tracking model 
of a plate-like snow crystal, showing a 
transition from faceted to branched growth 
[2012Bar].  
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coefficient was not enough to 
produce faceting. I believe that this 
conclusion is likely not correct, as 
the simulations in [2012Bar] 
examined only an extremely weak 
anisotropy in the attachment 
kinetics, far weaker than what is 
now expected (see Chapter 3). It is 
well known in materials science that 
highly anisotropic attachment 
kinetics promotes faceting, and this 
appears to be the dominant underlying cause of 
snow crystal faceting as well. Nevertheless, the 
work presented in [2012Bar] does demonstrate 
that their modern front-tracking numerical 
model can generate 3D structures that are both 
faceted and branched, which is a substantial 
step forward. 
 
Phase-Field Snow Crystals 
In 2017, Demange, Zapolsky, Patte and Brunel 
demonstrated a novel phase-field method for 
simulating snow crystal growth [2017Dem, 
2017Dem1]. In contrast to front-tracking 
approaches, this method defines an artificial 
phase field parameter that equals -1 for the 
water-vapor phase and +1 for the ice phase, 
and this parameter varies smoothly between 
these values across a spatially diffuse interfacial 
region (spanned by at least several pixels in the 
model). By eliminating the sharp solidification 
boundary in this way, phase-field models can 
employ generally simpler numerical 
propagation algorithms [1996Kar, 1998Kar, 
2002Boe, 2017Jaa]. 

In the phase field technique, the diffusion 
equation and its accompanying boundary 
conditions are replaced with a set of 
nonconservative phase-field equations. These 
equations represent a phenomenological 
description of the underlying microscopic 
interfacial physics that reduces to the correct 
physical description of the growth problem in 
the sharp-interface limit [1998Kar]. Once the 
proper phase-field equations have been 
determined, they are used to evolve the entire 

phase field in a uniform fashion, so no explicit 
front tracking is required.  
 Figure 5.6 shows an example of a 3D 
simulation of a growing snow crystal from 
[2017Dem] that again illustrates several 
features representative of stellar snow crystals, 
including the transition from faceted to 
branched growth, well-developed 
sidebranching, and rib-like surface markings. 
The authors were also able to reproduce 
several other commonly observed snow-crystal 
structures, as illustrated in Figure 5.7 
[2017Dem1].  

As with [2012Bar], however, the 
underlying physical parameters used in 
[2017Dem] were not realistic. For example, the 
attachment kinetics function was only weakly 
anisotropic and did not include the known 
basal nucleation barrier described in Chapter 3. 
The high degree of surface anisotropy needed 
to produce faceting instead came from the 
surface energy, which is likely not an accurate 
physical model for snow crystal dynamics. The 
Peclet number was also orders of magnitude 
higher in the model than in real snow crystal 
growth. These important technical points 
notwithstanding, the authors clearly 
demonstrated the potential of the phase-field 
method for modeling growth that is both 
faceted and branched, a necessary condition 
for creating accurate simulations of snow 
crystal growth. 

Figure 5.6: A 3D phase-field model of a plate-
like snow crystal, again showing a transition 
from faceted to branched growth, along with 
well-developed sidebranching [2017Dem1].  
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Cellular Automata 
Of the various computational strategies that 
have been applied to solidification problems so 
far, the cellular automata (CA) method has 
demonstrated the most promise (in my 
opinion) for providing a powerful research tool 
for investigating the physical dynamics of snow 
crystal growth. Much like the early Packard 
snowflakes [1986Pac], a CA model begins by 
defining a fixed grid having the same hexagonal 
symmetry as the ice-crystal lattice. Individual 
cells (a.k.a. pixels) on the grid are labeled as 
either ice or vapor, with vapor pixels having a 
value proportional to the water-vapor 
supersaturation. A set of CA “rules” evolves 

the supersaturation field with time and 
determines how pixels change their state from 
vapor to ice.  
 A CA model can describe physically 
realistic snow crystal growth if the rules are 
carefully chosen to simulate the actual physical 
processes involved. Both the mathematical 
structure and the numerical implementation of 
CA techniques are generally simpler than other 
simulation strategies, plus the results to date 
suggest that the CA method is better suited for 
handing the highly anisotropic attachment 
kinetics present in snow crystal growth. 
 Clifford Reiter first demonstrated the 
potential for creating realistic CA simulations 
of snow crystal growth when he presented a 
simple 2D model that yielded several 
snowflake-like structures, including those 
shown in Figure 5.8 [2005Rei]. Ning and Reiter 
described additional 3D models in [2007Nin]. 

Reiter’s algorithms implemented nearest-
neighbor rules that solved Laplace’s equation 
in the region surrounding the snow crystal, 
thus accurately modeled the diffusion of water-
vapor toward the growing crystal. The rules 
governing the conversion of vapor to ice had 
little basis in solidification physics, however, so 
the Reiter model did not describe the 

Figure 5.7: Additional 3D phase-field models 
of several well-known snow crystal 
morphologies, from [2017Dem1].  

Figure 5.8: Several 2D cellular automata models 
of diffusion-limited growth on a six-fold 
symmetrical lattice, exhibiting faceted and 
branched structures [2005Rei].  
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formation of actual snow crystals in a 
meaningful way. But it was a first step in what 
has turned out to be a very fruitful direction. 
 Janko Gravner and David Griffeath greatly 
expanded these ideas in a series of papers 
[2006Gra, 2008Gra, 2009Gra], the latest of 
which demonstrated a full 3D snow-crystal 
simulator that generated a remarkable diversity of snow-crystal-like morphologies, including 

details that had hitherto not been seen in any 
numerical simulations. The appearance of 
robust ridge-like structures on several stellar-
plate morphologies is especially noteworthy, as 
these are also robust features in real snow 
crystals. A few representative examples from 
[2009Gra] are shown in Figures 5.9 and 5.10. 
Rendering a 3D model to produce a 2D image 
is also a nontrivial challenge, and Figures 5.11 
and 5.12 show some particularly artistic 
renderings of Gravner-Griffeath snow crystals 
done by Antoine Clappier. 
 The Gravner-Griffeath work was (in my 
opinion) a significant breakthrough in 
modeling snow crystal growth, as it so clearly 
demonstrated the great potential of the 
cellular-automata method, especially for full 
3D simulations. In additional to modeling 
several common snow crystal types, many 
surface structural details matched those seen 
on natural crystals to a remarkable degree. All 
previous numerical models of solidification 
had shown little or no adeptness for generating 
structures that are simultaneously faceted and 
branched, and this problem is still present to 
some degree in several of the computational 
strategies described above. The CA method, on 
the other hand, appears to be almost ideally 
suited for handling faceted+branched 
structures produced by diffusion-limited 
growth with highly anisotropic attachment 
kinetics. 

Figure 5.9: (below) Several 3D cellular 
automata models by Gravner and Griffeath 
[2009Gra] demonstrating structures that are 
both faceted and branched, reproducing many 
morphological features found in real snow 
crystals.  

Figure 5.10: A 3D cellular automaton model 
reproducing the development of a sectored 
plate snow crystal [2009Gra] The ridge 
formation on the convex basal surfaces is 
especially noteworthy in its resemblance to real 
snow crystal ridges. 
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 However, a substantial remaining problem 
with the Gravner/Griffeath model [2009Gra] 
was that it used a parameterized set of CA rules 
that were largely ad hoc and even nonphysical 
in nature. For example, the model imposed an 
artificial boundary condition setting 𝜎𝜎𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 = 0 
on all ice surfaces. This is technically true only 
in equilibrium, and thus is not correct for any 

growing snow crystal. Setting 𝜎𝜎𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 = 0 
may be a reasonable approximation for 
diffusion-limited growth in some 
circumstances (see Chapter 4), but it is 
not a suitable general assumption to 
make.  

Kelly and Boyer [2014Kel] further 
pointed out that the Gravner/Griffeath 
model does not always obey mass 
continuity in the attachment step, in 
that crystal growth is not accompanied 
by a corresponding removal of water 
vapor from the air. Moreover, there was 
no clear relationship between the 
parameterized CA rules and the known 
physical properties of ice crystal 
attachment kinetics. Thus, while the 
parameters in the Gravner/Griffeath 
algorithm could be adjusted to yield 
remarkably realistic snow crystal 
structures, the surface boundary 
conditions were not appropriate for a 
physically accurate model.  
 
Physically Realistic  
Cellular Automata 
The problem of creating a CA snow 
crystal model with physically derived 
rules was soon addressed by Libbrecht 
[2008Lib, 2013Lib1], who further 
investigated the incorporation of 
surface-energy effects [2013Lib1], 
surface diffusion [2015Lib1], and the 
edge-sharpening instability [2012Lib3, 
2015Lib2] in a CA model with 
anisotropic attachment kinetics. Using a 
2D model of cylindrically symmetrical 
3D growth, this allowed some of the 
first direct, quantitative comparisons of 

simulated snow crystal growth with laboratory 
measurements [2015Lib2], as I describe below.  
 James Kelly and Everett Boyer made 
substantial additional progress by developing a 
full three-dimensional CA model with sound 
physical foundations, thus beginning a 
systematic study of 3D snow-crystal growth 
behavior as a function of a parameterized 

Figure 5.11: A Gravner-Griffeath 3D snow crystal model 
beautifully rendered by Antione Clappier. 

Figure 5.12: An abrupt change in model parameters can 
yield the formation of capped columns with axial hollows, 
as illustrated in this Clappier-rendered Gravner-Griffeath 
3D model. 
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attachment kinetics [2013Kel, 2014Kel]. Some 
results from this work are shown at the front 
of this chapter and in Figure 5.13.  

It is now becoming clear, from these recent 
model studies, that perhaps the biggest 
impediment to creating accurate computational 
snow crystals is our poor understanding of the 
surface attachment kinetics over a broad range 
of growth conditions (see Chapter 3). 
Nevertheless, as further physical insights and 
model improvements are realized [2016Li], I 
expect that the CA technique will become the 
method of choice for modeling snow crystal 
growth, at least in the near term, and I discuss 
the specific algorithms and physical 
underpinnings in more detail below.  
  
Comparing Different 
Computational Methods 
Although cellular automata models have 
produced the most impressive snow crystal 
results to date, other techniques show great 
promise as well. Numerical modeling of 
structure formation during solidification is a 

rapidly evolving field, so it makes 
sense at this point to briefly compare 
the different computational 
approaches. 
   The first thing to note is that all 
the existing computational 
techniques can solve the particle 
diffusion equation in free space with 
ease, especially as the Laplace 
approximation simplifies the 
problem considerably (see Chapter 
4). The phase-field, front-tracking, 
and CA models all take different 
mathematical approaches to solving 
the diffusion equation, but the results 
are all basically the same, and all are 
highly accurate. The main differences 
between techniques lie not in solving 
the free-space diffusion equation, but 
rather how the surface boundary 
conditions are handled and how 
surface growth is propagated. 
   In many respects, polygonal front 

tracking methods seem the most natural when 
dealing with a continuum phenomenon like 
crystal growth. A distinct solidification front 
makes perfect sense for snow crystal growth, 
as there is an extremely sharp transition 
between the vapor and solid phases at the ice 
surface, just a few molecular layers in thickness 
(see Chapter 2). Because the molecular size is 
so small compared to even the smallest 
morphological features being modeled, a 
continuum model with a sharp interface is an 
excellent approximation. 

Moreover, a polygonal surface is a 
reasonable computational model for almost 
any morphological situation, and the 
underlying surface physics is well defined on 
such a surface. As long as the grid is small 
enough, a front tracking algorithm should be 
capable of modeling all manner of 
solidification problems, including snow crystal 
growth. 
 One disadvantage with front-tracking, 
however, is the algorithmic complexity 
involved with deriving and continually 
adapting the polygonal solidification surface 

Figure 5.13: A few representative 3D snow crystal models 
created by Kelly and Boyer [2014Kel], using CA rules derived 
from physically realistic calculations. More examples can be 
found at the front of this chapter. Again, these models exhibit 
several morphological features found in real snow crystals. 
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and the polygonal mesh that surrounds it. I 
have not worked in this area myself, but my 
impression is that it took many years to 
develop the computational tools needed to 
manage the diffusion equation with its 
nontrivial surface boundary conditions on 
an ever-adapting polygonal mesh. On the 
other hand, now that the required 
algorithms have been established, perhaps 
it is straightforward to apply them to a new 
physical system like snow crystal growth. 
But it does appear to be a somewhat 
daunting task. 
 Perhaps the biggest uncertainty in 
creating a suitable front-tracking code for 
snow crystal growth involves dealing with 
highly anisotropic attachment kinetics and 
faceting. The facet planes are unusual in 
that 𝛼𝛼𝑏𝑏𝑏𝑏𝑠𝑠𝑏𝑏𝑏𝑏 and 𝛼𝛼𝑝𝑝𝑠𝑠𝑝𝑝𝑠𝑠𝑝𝑝 can be much smaller 
than 𝛼𝛼𝑣𝑣𝑝𝑝𝑣𝑣𝑝𝑝𝑣𝑣𝑏𝑏𝑏𝑏, even when the vicinal angle is 
extremely low. Put another way, the 
attachment coefficient 𝛼𝛼(𝜃𝜃𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠) as a 
function of surface angle may have 
extremely sharp and deep cusps at the facet 
angles. This likely requires some special 
treatment of the facet surfaces, as 
Yokoyama and Kuroda noted even in their 
early examination of snow crystal modeling 
using front tracking [1990Yok]. It certainly 
does not seem unfeasible that one could 
incorporate highly anisotropic attachment 
kinetics into a front-tracking model. However, 
it has not been done to date, so we cannot say 
for sure how difficult such a task might be. 
 In contrast to front-tracking models, 
phase-field techniques are typically applied on 
a fixed coordinate grid, thus avoiding the use 
of complex polygonal meshes. This may also 
facilitate the preferred treatment of faceted 
surfaces, as the grid coordinates can easily be 
defined to be along facet planes. As with front-
tracking, however, the issue of faceted growth 
remains a substantial uncertainty regarding our 
desire to model snow crystal growth, as highly 
anisotropy attachment kinetics have not yet 
been adequately explored in phase-field 
models.  

 One disadvantage with phase-field models 
is the difficulty inherent in defining the phase-
field equations. Once again, I have not worked 
in this area, but my impression is that deriving 
an appropriate set of phase-field equations 
from a specific parameterization of the surface 
boundary conditions is not a trivial task. It is 
unclear (to me) that finding phase-field 
equations that properly incorporate highly 
anisotropic attachment kinetics will be entirely 
straightforward. And when addition physical 
features are added, like surface energy effects 
and surface diffusion, the problem becomes 
that much more challenging. Once again, this 
is not necessarily a show-stopper for phase-
field models, just an uncertainty in that the 
problem has not yet been adequately studied. 
 One excellent advantage of the phase-field 
method is that it nicely handles the merging of 
solidification fronts. In metallurgical 
applications, for example, one expects that a 

Figure 5.14: A laboratory-grown POP snow crystal 
with two instances of sidebranch mergers (arrow). 
The upper merger occurred relatively recently before 
the photo was taken, so the separate branch edges are 
still clearly seen. The lower merger is older, and the 
individual sidebranches have grown together into a 
single flat plate.  



183 
 

melt will eventually fully solidify into a solid 
block, and this process likely involves the 
merging of numerous independent solidifying 
structures into a final matrix of solid domains. 
Moreover, the material properties of the 
solidified metal may depend strongly on the 
size, structure, and arrangement of the 
domains. This kind of domain merging 
happens naturally in a phase-field model but is 
something of a computational nightmare in a 
front-tracking model.  
 Alas, this merging advantage is not so 
important in modeling snow crystal growth. 
Sidebranches do often merge, and one example 
is shown in Figure 5.14. But merging events 
like these are not a central feature in snow 
crystal growth compared to more basic 
morphological features. As the authors nicely 
described in [2014Bar1], “The main advantage 
of phase field methods over direct front 
tracking methods is that they intrinsically allow 
for topological changes. However, for the 
problem of solidification and dendritic growth 
as considered in this paper, topological changes 
are rare.” 
 Cellular automata models are not especially 
popular in metallurgical solidification 
modeling, and yet they have demonstrated a 
remarkable aptitude for modeling snow crystal 
structures. A big reason for this success is that 
CA models can easily incorporate highly 
anisotropic attachment kinetics. By defining a 
grid with the same symmetry as the underlying 
ice crystal lattice, it is straightforward to give 
special treatment to faceted surfaces, as this is 
practically built into the model structure. One 
important downside of this rigid grid structure, 
however, is that it is nearly impossible to create 
a CA model that does not include some level of 
intrinsic numerical anisotropy in the surface 
boundary conditions, as I will describe in some 
detail below.  
 Another outstanding feature of cellular-
automata models is that they are remarkably 
simple to define and build, plus the run times 
are relatively short. Moreover, the CA rules can 
be derived fairly easily from physical 
foundations, allowing straightforward 

parameterizations of the attachment kinetics 
and other physical effects. This will become 
apparent as I focus the majority of the 
remainder of this chapter on developing CA 
techniques specifically for modeling snow 
crystal growth. 
 
Facet-Dominated Growth 
Much of the scientific literature on 
solidification modeling focuses on 
metallurgical systems, where the material 
anisotropies (mostly in the surface energy) are 
quite small, perhaps a few percent. However, 
as we learned from solvability theory (see 
Chapter 4), even these small anisotropies are 
critical in determining dendritic growth 
morphologies. For this reason, cellular 
automata techniques are a poor choice for 
modeling metallurgical solidification. In the 
opposite extreme, however, CA models appear 
to be quite well suited for highly anisotropic 
problems like snow crystal growth. 

Snow crystal growth is somewhat unique in 
the field of solidification modeling because of 
the importance of highly anisotropic 
attachment kinetics. To my knowledge, snow 
crystal growth is the only highly anisotropic 
system that has received much attention, either 
theoretical or experimental, from the 
standpoint of understanding the basic physics 
of solidification and structure formation. 
Beginning with the careful studies of dendritic 
growth by Glicksman and others in the 1980s 
(see Chapter 4), nearly all substantial scientific 
efforts aimed at numerical solidification 
modeling were focused on weakly anisotropic 
metallurgical systems. 
 In a typical metallurgical system growing 
from the melt, the Peclet number is high, 
growth is largely limited by thermal diffusion, 
weakly anisotropic surface energy dominates 
the surface boundary conditions, and 
attachment kinetics is either weakly anisotropic 
or ignored altogether. In these systems, 
dendritic structures typically exhibit no 
faceting whatsoever, and it is imperative that 
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computational models include very low 
intrinsic numerical anisotropies. 
 Snow crystal growth is, in many ways, 
a completely different problem. The 
Peclet number is very small, particle 
diffusion is more important than heat 
diffusion, surface energy effects are 
almost negligible, and anisotropic 
attachment kinetics is a central player in 
bringing about highly faceted dendritic 
structures. In snow crystal growth 
modeling, both 𝛼𝛼𝑝𝑝𝑠𝑠𝑝𝑝𝑠𝑠𝑝𝑝 and 𝛼𝛼𝑏𝑏𝑏𝑏𝑠𝑠𝑏𝑏𝑏𝑏 are 
often small and highly dependent on 
𝜎𝜎𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠, while one can reasonably assume 
𝛼𝛼 ≈ 1 on nearly all nonfaceted surfaces. I 
call this a “facet-dominated” growth 
regime, as the overall growth rates and 
morphologies are largely defined by the growth 
of the faceted surfaces. 
 Modeling facet-dominated growth requires 
an especially accurate treatment of the facet 
dynamics, which means a careful handling of 
anisotropic attachment kinetics. On the other 
hand, a somewhat sloppy treatment of non-
faceted surfaces may be tolerable. Thus, 
although it is not clear that one can build a 
perfect CA model even in principle, it may 
nevertheless be possible to build a CA model 
that reproduces most snow crystal 
morphologies with reasonable fidelity. The 
early results look quite promising, but the only 
real way to know for sure is to start building 
physically accurate models that allow 
quantitative comparison with careful 
experimental observations.  
 
5.2 Spherical 
Cellular Automata 
I focus the remainder of this chapter on 
cellular-automata models, as they are the 
leading contender for creating realistic 
computational snow crystals, at least in the 
short term. Opinions may differ on this, as 
other numerical strategies are promising as 
well, and we may uncover serious inherent 
limitations in the CA technique with additional 
study. Nevertheless, given how little modeling 

effort has focused on strongly faceted 
solidification, and how rapidly the field is 
evolving, I suspect the best strategy at this 
point is simply to dive in and see how far the 
cellular-automata method can take us. 
 The discussion below derives mainly from 
work I have done in developing CA models for 
snow crystal growth using physically derived 
CA rules [2008Lib, 2012Lib3, 2013Lib1, 
2015Lib1, 2015Lib2], combined with excellent 
model improvements from Kelly and Boyer 
[2013Kel, 2014Kel], as well as a few additional 
(unpublished) tweaks I have been investigating 
recently. My main focus with these models has 
been not just on morphologies, but on 
developing quantitative CA rules that 
accurately reflect the underlying physical 
processes that govern snow crystal growth.  

Little is finished in this field at present, 
especially because our understanding of the 
attachment kinetics is quite poor (Chapter 3). 
As targeted experiments address this problem 
(Chapter 7), my hope is that better 
computational models will soon allow detailed 
comparisons with complex morphologies 
grown under well-known conditions, especially 
on electric ice needles (Chapter 8). The 
ultimate goal is that all these efforts in parallel 
will eventually combine to yield a truly 
comprehensive model of snow crystal 
formation. 

Figure 5.15: The radial layout of cells (a.k.a. pixels) for 
a one-dimensional spherical cellular-automaton model. 
At any given time, the model consists mainly of ice 
pixels (blue) and vapor pixels (white). The red 
“boundary” pixel is a vapor pixel that neighbors an ice 
pixel. 
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The Diffusion Equation  
For pedagogical reasons, I like to begin the 
discussion by creating a numerical model of the 
simplest possible physically interesting one-
dimensional problem – the growth of a 
spherical crystal governed solely by particle 
diffusion and attachment kinetics. There is 
hardly any need for numerical modeling of this 
system, of course, as an exact analytic solution 
exists and was described in Chapter 4. But fully 
understanding spherical growth is always a 
good beginning before modeling more 
complex systems. 
 The first step in any cellular automata 
model is to define the cells, which I usually call 
pixels, as shown in Figure 5.15. For our 
spherical system we assume a set of radial 
pixels for which the pixel center is located at 
𝑟𝑟𝑝𝑝 = (𝑖𝑖 − 1)∆𝑟𝑟 for integer 𝑖𝑖 with 1 ≤ 𝑖𝑖 ≤ 𝑁𝑁. (Of 
course, other numbering conventions could be 
used to equal effect.) We further assume that 
pixels with 𝑟𝑟𝑝𝑝 < 𝑟𝑟𝑏𝑏 are filled with ice, while 
pixels with 𝑟𝑟𝑝𝑝 ≥ 𝑟𝑟𝑏𝑏 are filled with vapor. We call 
the 𝑖𝑖 = 𝑏𝑏 pixel a “boundary” pixel because it is 
filled with vapor but is adjacent to an ice pixel. 
The vapor pixels typically include a 
background gas of air, and each is labeled with 
the water-vapor supersaturation 𝜎𝜎𝑝𝑝 = 𝜎𝜎(𝑟𝑟𝑝𝑝) at 
that location. 

In the vapor surrounding the crystal we 
write the particle diffusion equation in 
spherical coordinates  
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and on our radial grid this becomes 
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where 𝜏𝜏 = 𝐷𝐷𝜕𝜕/(∆𝑟𝑟)2. Note that the (1 ± ∆𝑟𝑟 𝑟𝑟𝑝𝑝⁄ ) 
terms arise from the spherical coordinate 
system, reflecting the fact that the volume in a 

∆𝑟𝑟 shell increases with 𝑟𝑟𝑝𝑝. These terms 
introduce a potential problem in dividing by 
𝑟𝑟𝑝𝑝 = 0, but we will ignore this because the 
central pixel will always be part of the seed 
crystal in our model. A 1D cartesian model 
would avoid the (1 ± ∆𝑟𝑟 𝑟𝑟𝑝𝑝⁄ ) terms, but I prefer 
to work with a model that describes a real 
physical system, in this case the growth of a 
spherical ice crystal. 
 At this point we recognize that snow 
crystal growth is described by a very low Peclet 
number, as I described in Chapter 4. This 
means that the supersaturation field around a 
crystal relaxes very rapidly compared to the 
crystal growth time, so we can solve the particle 
diffusion equation while assuming a non-
moving crystal surface. In our CA model, this 
means we can iterate Equation 5.2 with fixed 
boundaries until 𝜎𝜎(𝑟𝑟𝑝𝑝) converges to a stationary 
solution of Laplace’s equation. We do this 
without yet worrying about the actual growth 
of the crystal, because, as far as particle 
diffusion is concerned, the crystal is growing so 
slowly that it is essentially stationary. 
 For computational efficiency, we would 
like to relax 𝜎𝜎(𝑟𝑟) using the smallest possible 
number of iterations of Equation 5.2, so we 
would like to choose ∆𝜏𝜏 to be as large as 
possible. Taking ∆𝜏𝜏 = 𝐷𝐷∆𝜕𝜕/(∆𝑟𝑟)2 = 1/2 seems 
to be about optimal, as larger values can lead to 
numerical instabilities. As a bonus, this choice 
sets one term in Equation 5.2 equal to zero, so 
the optimal propagation equation becomes 
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 (5.3) 
where here we have replaced 𝜏𝜏 with a simple 
integer indexing variable 𝑘𝑘. At each instant in 
time, we simply iterate Equation 5.3 to 
determine the correct supersaturation field 
𝜎𝜎(𝑟𝑟) surrounding the crystal at that time.  
 From a computational perspective, note 
that Equation 5.3 can be performed using 
highly efficient vector processing. The vectors 
(1 ± ∆𝑟𝑟 𝑟𝑟𝑝𝑝⁄ ) are constant and need only be 
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calculated once at the beginning of a modeling 
run. The vectors 𝜎𝜎(𝑟𝑟𝑝𝑝±1) are rapidly computed 
using a simple permutation of 𝜎𝜎(𝑟𝑟𝑝𝑝), and vector 
operators can perform the arithmetic in 
Equation 5.3 using optimized parallel-
processing algorithms built into the compiler. 
While optimizing efficiency is of little concern 
for a 1D spherical calculation, it becomes quite 
important in 3D codes with high spatial 
resolution. 
 
Boundary Conditions 
For the outer boundary condition far from our 
growing spherical crystal, we assume a constant 
value 𝜎𝜎(𝑟𝑟𝑁𝑁) = 𝜎𝜎𝑠𝑠𝑏𝑏𝑠𝑠, where 𝑟𝑟𝑁𝑁 = 𝑟𝑟𝑠𝑠𝑏𝑏𝑠𝑠 is the 
position of the outer boundary. This is easily 
implemented in our cellular automaton 
algorithm by simply applying Equation 5.3 to 
all 𝜎𝜎(𝑟𝑟𝑝𝑝) out to 𝜎𝜎(𝑟𝑟𝑁𝑁−1).  
 As described in Chapter 4, we have a mixed 
boundary condition at the crystal surface:  
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On our CA model grid, Equation 5.4 becomes  
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to first order in ∆𝑟𝑟, where 𝜎𝜎𝑏𝑏 is the 
supersaturation in the boundary pixel.  
 Note that determining the value of 𝛼𝛼(𝜎𝜎𝑏𝑏) 
can be included in the convergence process by 
generalizing Equation 5.6 to give the 
propagation equation 
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Doing this allows one to assume any desired 
functional form for 𝛼𝛼(𝜎𝜎𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠) without having to 
solve Equation 5.6 analytically.  
 In summary, calculating the 
supersaturation field means iterating Equation 
5.3 for 𝑏𝑏 < 𝑖𝑖 < 𝑁𝑁 using 𝜎𝜎(𝑟𝑟𝑁𝑁) = 𝜎𝜎𝑠𝑠𝑏𝑏𝑠𝑠, while 
simultaneously iterating Equation 5.7 for 𝑖𝑖 = 𝑏𝑏. 
For any physically realistic scenario, this should 
converge to give the full solution 𝜎𝜎(𝑟𝑟𝑝𝑝) that 
satisfies Laplace’s equation with the proper 
boundary conditions. 
 
Convergence Criterion 
A next question is how long to continue the 
iterative propagation of Equations 5.3 and 5.7. 
The supersaturation field 𝜎𝜎(𝑟𝑟) should 
converge exponentially with time, which 
unfortunately means that it never actually 
reaches the exact solution. One common 
practice is to iterate until ∆𝜎𝜎/𝜎𝜎 < 𝜀𝜀 at each step 
for all pixels, where 𝜀𝜀 is a chosen constant in 
the model. If small values of 𝜎𝜎 produce 
unnecessarily long convergence times, another 
reasonable criterion is ∆𝜎𝜎/(𝜎𝜎 + 𝜀𝜀1𝜎𝜎𝑠𝑠𝑏𝑏𝑠𝑠) < 𝜀𝜀, 
where 𝜀𝜀1 is another chosen constant. Little 
tweaks like this can yield significant reductions 
in run time with no great loss in accuracy, so it 
is often worth experimenting with different 
possibilities. 

Because 𝜎𝜎(𝑟𝑟) usually decreases as a crystal 
becomes larger (see the spherical solution in 
Chapter 4), the overall crystal growth rate tends 
to be larger than the exact analytic solution, 
with the difference being greater for higher 𝜀𝜀 
[2013Lib1]. Determining the overall accuracy 
of a growth model as a function of (𝜀𝜀, 𝜀𝜀1) is 
easily accomplished using one of the exact 
analytic solutions presented in Chapter 4. 
Moreover, this is an important determination 
to make, as there is always a trade-off between 
accuracy and code running time. 

 
Growth Steps 
Once we have calculated the supersaturation 
field 𝜎𝜎(𝑟𝑟) at some instant in time, the next step 
is to use this solution to grow the crystal out a 
small amount. In the spherical CA model, this 
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means turning a boundary pixel into an ice 
pixel, and we use the known surface growth 
rate (see Chapter 3) 
 

𝑣𝑣𝑣𝑣 = 𝛼𝛼𝑣𝑣𝑘𝑘𝑝𝑝𝑣𝑣𝜎𝜎𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠
                     = 𝛼𝛼�𝜎𝜎(𝑟𝑟𝑏𝑏)�𝑣𝑣𝑘𝑘𝑝𝑝𝑣𝑣𝜎𝜎(𝑟𝑟𝑏𝑏) (5.8) 

 
which indicates that ice growth would “fill” the 
boundary pixel in a time 
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and this time interval is easily calculated from 
the known supersaturation field 𝜎𝜎(𝑟𝑟𝑝𝑝). 

Putting everything together, growing a 
spherical snow crystal using this 1D CA model 
involves the following steps: 
1) Set up the physical parameters and initial 
conditions, including the initial seed crystal. 
2) Iterate Equations 5.3 and 5.7 until reaching 
convergence, yielding the supersaturation field 
𝜎𝜎(𝑟𝑟𝑝𝑝) around the crystal. 
3) Promote the boundary pixel (there is only 
one in this 1D model) into an ice pixel while 
advancing the real time by 𝛿𝛿𝜕𝜕 in Equation 5.9. 
Promote the next vapor pixel to a boundary 
pixel. 
4) Either stop the model at this point or go 
back to step (2).  
 The final result of this process is a series of 
time steps giving 𝑅𝑅(𝜕𝜕), the size of the crystal as 
a function of time, along with 𝜎𝜎(𝑟𝑟𝑝𝑝, 𝜕𝜕). Note 
that while the growth steps have a uniform size 
∆𝑟𝑟, the time steps are not uniform in duration. 
 Note also that this CA model is completely 
deterministic, including no random processes 
of any kind. It also excludes evaporation, so 
once a vapor pixel becomes an ice pixel, it 
cannot go back again. Finally, the model only 
includes bulk diffusion in air together with 
surface attachment kinetics, ignoring all 
heating and surface-energy effects.  

These model attributes are put in place 
mainly to simplify the calculations at this point, 
and other choices are possible. In particular, I 
discuss surface-energy, surface diffusion, and 

other physical effects in more detail below. I 
neglect thermal effects entirely in this 
discussion, however, as they play only a 
relatively minor role in snow crystal growth (as 
described in Chapter 4). One could make a 
dual-diffusion CA model that would 
incorporate both particle and thermal 
diffusion, but that requires a significant 
increase in complexity that is best left for 
another day. 
 
Adaptive Boundary Matching 
One problem with any computational 
diffusion model is that the outer boundary is 
only a finite distance from the growing crystal, 
while often the outer boundary condition is 
specified at infinity, 𝜎𝜎(𝑟𝑟 → ∞) = 𝜎𝜎∞. If we use 
the outer boundary condition 𝜎𝜎(𝑟𝑟𝑠𝑠𝑏𝑏𝑠𝑠) = 𝜎𝜎𝑠𝑠𝑏𝑏𝑠𝑠 
as described above, then the best results will be 
obtained by making 𝑟𝑟𝑠𝑠𝑏𝑏𝑠𝑠 as large as possible. 
However, for computational efficiency, one 
would like to keep 𝑟𝑟𝑠𝑠𝑏𝑏𝑠𝑠, small, as that decreases 
the total volume of modeled space.  
 One way to address this problem is with an 
adaptive grid, increasing the pixel size with 
distance from the crystal. This works because 
𝜎𝜎(𝑟𝑟) changes rapidly only near the crystal 
surface, so a coarser grid can be used far from 
the surface. With an adaptive grid, a small 
number of pixels can be used to model a large 
volume of space efficiently. But an adaptive 
grid introduces additional computational 
complexity and overhead, and it may interfere 
with one’s ability to make full use of highly 
efficient parallel processing algorithms. Simply 
changing ∆𝑟𝑟 with 𝑟𝑟𝑝𝑝 is a fine approach with a 
1D model, but extending this idea to higher 
dimensions becomes problematic. 
 Another relatively easy approach to the far-
away-boundary problem is to keep ∆𝑟𝑟 constant 
while making 𝑟𝑟𝑠𝑠𝑏𝑏𝑠𝑠 reasonably small, but then 
adjust 𝜎𝜎𝑠𝑠𝑏𝑏𝑠𝑠 as the crystal grows. To see how 
this works, start with the analytic solution for 
spherical growth presented in Chapter 4. 
Because the full supersaturation field 𝜎𝜎(𝑟𝑟) is 
known in the spherical model, it is 
straightforward to show that  
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where  
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is the volume change per unit time for a 
spherical crystal with radius 𝑅𝑅. This expression 
is dictated by conservation of mass, which 
requires that the flux of water vapor diffusing 
toward the crystal must equal the rate at which 
vapor turns into ice. 
 From this knowledge of the exact spherical 
solution, we can write a propagation equation 
for 𝜎𝜎(𝑟𝑟𝑠𝑠𝑏𝑏𝑠𝑠)  
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and this operation would be performed 
between steps (3) and (4) listed above. As the 
model crystal develops, 𝜎𝜎(𝑟𝑟𝑠𝑠𝑏𝑏𝑠𝑠) would adapt to 
the changing crystal size and growth behavior.  

Note that this is an iterative procedure; 
once the supersaturation field 𝜎𝜎(𝑟𝑟𝑝𝑝) around the 
crystal is known, this allows a calculation of 
𝑑𝑑𝑑𝑑/𝑑𝑑𝜕𝜕 at that point in time. Performing 
Equation 5.12 then sets up 𝜎𝜎(𝑟𝑟𝑠𝑠𝑏𝑏𝑠𝑠) for the next 
time step in the series. As long as the crystal 
grows slowly, the process will converge to yield 
a reasonable approximation of 𝜎𝜎(𝑟𝑟𝑠𝑠𝑏𝑏𝑠𝑠)  at each 
time step. Once again, the overall accuracy of 
this adaptive outer boundary could be 
examined by comparing model results with the 
analytic solution of the diffusion equation. 

For typical conditions, we expect (from the 
analytic solution for a spherical crystal) that 
𝑑𝑑𝑑𝑑/𝑑𝑑𝜕𝜕~𝑅𝑅 for diffusion-limited growth and 
𝑑𝑑𝑑𝑑/𝑑𝑑𝜕𝜕~𝑅𝑅2 for kinetics-limited growth (see 
Chapter 4). In both cases, 𝑑𝑑𝑑𝑑/𝑑𝑑𝜕𝜕 is small at 
early times, so Equation 5.12 yields 𝜎𝜎(𝑟𝑟𝑠𝑠𝑏𝑏𝑠𝑠) ≈
𝜎𝜎∞. This makes sense, as presumably 𝑟𝑟𝑠𝑠𝑏𝑏𝑠𝑠 is 
much larger than the initial seed crystal. Then 

𝜎𝜎(𝑟𝑟𝑠𝑠𝑏𝑏𝑠𝑠) decreases as the crystal grows larger, as 
one would expect.  
 This adaptive outer boundary method 
essentially “matches” the CA solution to the 
known analytic solution beyond 𝑟𝑟𝑠𝑠𝑏𝑏𝑠𝑠. While 
this procedure is somewhat trivial for the 1D 
spherical model (because the analytic solution 
is already known at all 𝑟𝑟), it becomes useful 
when working in higher dimensions, as we will 
see in the next section. 
 
5.3 Two Dimensional 
Cylindrically Symmetric 
Cellular Automata 
Having set the stage by exploring the simplest 
one-dimensional model, the next obvious step 
is to move up to a two-dimensional model. A 
2D model introduces additional complexity 
and new physical effects compared to the 1D 
model, and it introduces additional model 
developments along several fronts.  

While it is tempting to jump straight away 
to a full 3D model, we will soon find that the 
2D case provides a valuable test system for 
addressing many nontrivial issues. Also, from 
the standpoint of practical pedagogics, a 2D 
model can be easily described using 2D 
sketches, which display well on a printed page 
and are relatively easy to comprehend. 
Communicating ideas relating to full 3D 
structures, on the other hand, can be 
something of a visual challenge. 

Focusing, therefore, on 2D models, I have 
found that a cylindrically symmetrical system is 
the best choice for exploring the physics of 
snow crystal growth. A planar model is another 
2D option that is often explored, but such a 
model is of little use for examining 
solidification physics.  

For example, consider 2D models of stellar 
crystals like those shown in Figure 5.8. These 
models to not describe real snow crystals, but 
they are adequate models of infinitely long bars 
with snowflake-shaped cross sections. Solving 
the infinite-bar problem in 3D is identical to 
solving just the 2D cross-section. While this is 
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a fine exercise, there are no real snow 
crystals that have anything like this 
kind of complex extruded 
morphology. So this kind of 2D flat-
plate model is of little actual use 
when examining the physics of real 
snow crystals. 

In contrast, 2D cylindrically 
symmetric models can include simple 
disks, simple columns, hollow 
columns, disks on columns, and 
other morphologies that serve as 
reasonable proxies for real snow 
crystals. While cylindrically symmetry 
definitely has its limitations, I have 
found that it actually works quite well 
for describing simple snow crystal 
morphologies. Thus, unlike the flat-
plate 2D model, a cylindrically 
symmetrical 2D model connects 
much better to the real physics of snow crystal 
growth. 

In a 2D cylindrically symmetrical model, a 
simple hexagonal plate is approximated by a 
thin disk. The six prism facets on the hexagonal 
plate are thus replaced by a single cylindrical 
“facet”, while the basal facets are essentially 
unchanged. Particle diffusion around a thin 
disk is about the same as that around a 
hexagonal plate, and there is a good 
correspondence between the basal and prism 
attachment coefficients in the two cases 
[2015Lib2]. In particular, the same 𝛼𝛼𝑝𝑝𝑠𝑠𝑝𝑝𝑠𝑠𝑝𝑝 
describing growth on the six prism surfaces of 
a hexagonal plate can be used for the single 
edge of the circular disk. 

Transforming a hexagonal plate to a thin 
disk involves a small geometrical correction, 
but, other than that, the cylindrically symmetric 
disk is a tolerably good physical representation 
of a hexagonal plate. The same is true for snow 
crystal columns, hollow columns, and capped 
columns. For all these simple morphologies, 
cylindrically symmetrical models are quite well 
suited for investigating growth dynamics and 
attachment kinetics. Snow crystals grown on 
electric needles are also well suited for study 

using cylindrically symmetric models (see 
Chapter 8). Of course, dendritic structures and 
other complex morphologies will require full 
3D modeling, but I have always found that 
difficult physics problems are best solved one 
step at a time. 
 Moving forward, Figure 5.16 shows a 
typical pixel geometry for a 2D cylindrically 
symmetrical cellular-automaton model. The 
position of the center of each pixel is (𝑟𝑟𝑝𝑝, 𝑧𝑧𝑗𝑗), 
where 𝑟𝑟𝑝𝑝 = (𝑖𝑖 − 1)∆𝑟𝑟 and 𝑧𝑧𝑗𝑗 = (𝑗𝑗 − 1)∆𝑧𝑧 for all 
(𝑖𝑖, 𝑗𝑗) ranging from (1,1) to (𝑁𝑁𝑠𝑠 ,𝑁𝑁𝑧𝑧). (Once 
again, different coordinate conventions are 
also possible.) I usually choose ∆𝑟𝑟 = ∆𝑧𝑧 = ∆𝑥𝑥, 
thus defining ∆𝑥𝑥, as this simplifies the 
mathematics and is also a reasonable choice for 
a realistic snow crystal model. The physical size 
of ∆𝑥𝑥 is somewhat arbitrary, but we will see 
below that ∆𝑥𝑥 should not be much greater than 
𝑋𝑋0 if one wishes to accurately reproduce small-
scale snow crystal structures. It appears that 
there is little to be gained, however, in choosing 
∆𝑥𝑥 < 𝑋𝑋0.  
 Although not apparent in Figure 5.16, most 
pixels in a CA model are vapor pixels, and each 
of these is assigned a supersaturation 𝜎𝜎𝑝𝑝,𝑗𝑗 =
𝜎𝜎(𝑟𝑟𝑝𝑝, 𝑧𝑧𝑗𝑗). As with the 1D model, the 

Figure 5.16: A pixel geometry for a 2D cylindrically 
symmetric cellular automaton model. Ice pixels are shown 
as blue while vapor pixels are white. The “facet” boundary 
pixels (adjacent to faceted ice surfaces) are pink, while this 
particular model includes a single red “kink” boundary pixel 
that touches two ice pixels. For convenience I often take 
∆𝒑𝒑 = ∆𝒛𝒛 = ∆𝒙𝒙, which defines the generic pixel size ∆𝒙𝒙. 
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supersaturation field is determined by particle 
diffusion together with the appropriate 
boundary conditions, and the diffusion 
equation in cylindrical coordinates is 
 

𝜕𝜕𝜎𝜎
𝜕𝜕𝜕𝜕

= D∇2𝜎𝜎 (5.13)
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for 𝜎𝜎(𝑟𝑟, 𝑧𝑧, 𝜕𝜕). As we did with the 1D case, we 
project this equation onto the 2D cellular-
automaton grid to obtain 
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Choosing ∆𝜏𝜏 = 1/4 simplifies this expression 
by eliminating the first term, then yielding the 
propagation equation  
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In the limit of low Peclet number, iterating this 
equation to convergence will yield the static 
supersaturation field 𝜎𝜎(𝑟𝑟𝑝𝑝, 𝑧𝑧𝑗𝑗) that satisfies 
Laplace’s equation. Similar to the 1D case, the 
choice of ∆𝜏𝜏 = 1/4  is a good one in that it 
produces rapid convergence without 
introducing numerical instabilities that can be 
problematic with higher values of ∆𝜏𝜏. 
 
A Facet-Kink Model 
A central feature of any finite-element 
computational model is that one must define a 
mathematical system that operates at finite 
resolution while providing a good physical 
representation of what is essentially a 
continuum system. For crystal growth, this 
means that the mathematics must somehow 
deal with both nanometer physics at scales 

much smaller than 𝑋𝑋0 (e.g., the molecular 
dynamics that governs attachment kinetics) 
and mesoscale physics at scales at and above 𝑋𝑋0 
(including particle diffusion around the crystal 
and other processes).  
 With a cellular automaton model, the 
specific CA rules need to derive from 
nanoscale physics but run accurately on a 
mesoscale grid. In particular, the attachment 
kinetics rules must be parameterized so that 
they can be applied at the much larger scale of 
the cellular automaton, and how one does this 
is not always immediately obvious. Dealing 
with this broad range of physical scales is one 
of the most difficult aspects of modeling snow 
crystal growth. 
 These issues mostly play out at the crystal 
boundary, and in 2D there is no obvious, 
simple choice for accurately specifying the 
boundary conditions or growth rules. One of 
the simpler ways to tackle this problem using 
cellular automata is with what I call a facet-kink 
model. In the 2D cylindrically symmetric case, 
this means defining the two classes of 
boundary pixels shown in Figure 5.16.  

Each facet boundary pixel is a vapor pixel 
bordered by exactly one nearest-neighbor ice 
pixel (out of four nearest-neighbor positions, 
neglecting all farther-away positions). 
Meanwhile kink boundary pixels are vapor 
pixels bordered by exactly two ice pixels, as 
shown in Figure 5.16. Boundary pixels with 
three or even four neighboring ice pixels are 
also possible, but only the facet and kink 
boundary pixels play important roles in simple 
growth morphologies. How one treats 3- and 
4-neighbor boundary pixels is not so 
important; even just turning them immediately 
into ice as soon as they appear does not greatly 
affect the overall model dynamics except 
perhaps in somewhat convoluted 
morphologies. 
 The characterization of the boundary 
pixels is an important part of any CA model 
when we address the diffusion boundary 
conditions, which is coming up next. The 
facet-kink CA model is especially simple in that 
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the character of each boundary pixel is defined 
solely from its nearest neighbors. This local 
definition makes for easy bookkeeping, but we 
will soon find that this simplicity requires some 
compromises in physical accuracy. 
 
Boundary Conditions 
The outer boundary is typically defined by a 
constant far-away supersaturation, so we set 
𝜎𝜎𝑝𝑝,𝑗𝑗 = 𝜎𝜎𝑠𝑠𝑏𝑏𝑠𝑠 whenever 𝑖𝑖 = 𝑁𝑁𝑠𝑠 or 𝑗𝑗 = 𝑁𝑁𝑧𝑧, and this 
is easily implemented into the model by 
applying Equation 5.15 only out to 𝑖𝑖 = 𝑁𝑁𝑠𝑠 − 1 
and 𝑗𝑗 = 𝑁𝑁𝑧𝑧 − 1. There are some numerical 
issues that must be dealt with along the (0, 𝑧𝑧) 
and (𝑟𝑟, 0) axes, but these are fairly minor 
bookkeeping details that are discussed in 
[2008Lib, 2013Lib1]. It is typical to use 
reflection boundary conditions at 𝑧𝑧 = 0, so the 
physically modeled space then includes 
−𝑧𝑧𝑝𝑝𝑏𝑏𝑚𝑚 ≤ 𝑧𝑧 ≤ 𝑧𝑧𝑝𝑝𝑏𝑏𝑚𝑚 and 0 ≤ 𝑟𝑟 ≤ 𝑟𝑟𝑝𝑝𝑏𝑏𝑚𝑚. 
 The surface boundary conditions for 
faceted boundary pixels are similar to the 1D 
case described above, and Equation 5.6 
becomes 

     𝜎𝜎𝑝𝑝,𝑗𝑗 = 𝜎𝜎𝑝𝑝+1,𝑗𝑗 �1 + 𝛼𝛼𝑝𝑝𝑠𝑠𝑝𝑝𝑠𝑠𝑝𝑝�𝜎𝜎𝑝𝑝,𝑗𝑗�
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where 𝛼𝛼𝑝𝑝𝑠𝑠𝑝𝑝𝑠𝑠𝑝𝑝 and 𝛼𝛼𝑏𝑏𝑏𝑏𝑠𝑠𝑏𝑏𝑏𝑏 are the attachment 
coefficients for the two principal facets. For 
simplicity, the particular index notation here is 
for facets that face in the +𝑟𝑟 and +𝑧𝑧 directions, 
and we have assumed ∆𝑟𝑟 = ∆𝑧𝑧 = ∆𝑥𝑥. These 
then become propagation equations that are 
similar in form to Equation 5.7. 
 For a kink boundary pixel, the optimum 
boundary condition can be estimated by 
examining the growth of the 45-degree surface 
orientation shown in Figure 5.17. Because only 
kink boundary pixels are present on this 
surface, the continuum boundary condition 
Equation 5.4 can be expressed in two 
essentially equivalent forms 
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or                                             
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      (5.17)

 

 
where 𝜎𝜎𝑜𝑜𝑝𝑝𝑝𝑝 = (𝜎𝜎𝑝𝑝+1,𝑗𝑗 + 𝜎𝜎𝑝𝑝,𝑗𝑗+1)/2 and 𝛼𝛼𝑘𝑘𝑝𝑝𝑣𝑣𝑘𝑘 is 
the appropriate attachment coefficient. Both 
expressions can be derived from Equation 5.4 
using the geometry illustrated in Figure 5.17, 
and the two equations are equal to first order 
in ∆𝑥𝑥. If the 45-degree surface is essentially flat 
(the small ∆𝑥𝑥 limit), these expressions provide 
an accurate model of the surface boundary 
condition. Because a surface made from kink 
sites is molecularly rough, we expect 𝛼𝛼𝑘𝑘𝑝𝑝𝑣𝑣𝑘𝑘 ≈ 1. 
Note that the additional factor of √2 compared 
to Equation 5.16 is simply a geometrical factor 
coming from the tilted geometry of the 45-
degree surface on the CA grid. 
 As with the 1D model, the 2D propagation 
equations can be iterated until some suitable 
convergence criterion is satisfied. This process 

Figure 5.17: The “45-degree” surface depicted 
here includes only kink boundary pixels. This 
can be taken as an essentially flat surface in the 
limit of a large crystal, giving a good 
approximation for determining the CA rules 
governing kink boundary pixels. 
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solves Laplace’s equation in the space 
surrounding the growing crystal, thus yielding 
the supersaturation field 𝜎𝜎(𝑟𝑟𝑝𝑝, 𝑧𝑧𝑗𝑗) in all vapor 
and boundary pixels at a fixed time.  

 
Growth Steps 
The next step in the model is to use the known 
supersaturation field to calculate the crystal 
growth rates at each point and define 
appropriate CA rules for turning boundary 
pixels into ice pixels. If all goes well, these the 
CA propagation equations and growth rules 
will generate physically accurate computational 
snow crystals. 

As with the 1D model, we define a growth 
step as occurring when a single boundary pixel 
transforms into an ice pixel [2014Kel], and the 
newly defined surface then requires a new 
calculation of the supersaturation field. The 
main difference between the 1D and 2D 
models is now there are many boundary pixels 
to consider simultaneously. 
 To keep an ongoing account of the crystal 
growth at each point on the ice surface, we 
assign a numerical “filling factor” 𝑓𝑓𝑏𝑏 to each 
boundary pixel, where we assign an integer 
index 𝑏𝑏 to label the boundary pixels. Whenever 
a vapor pixel becomes a new boundary pixel, 
𝑓𝑓𝑏𝑏 for that pixel is set to zero. As the model 
develops, each 𝑓𝑓𝑏𝑏 increases with time at a rate 
that derives from the crystal growth rate at its 
position. When a filling factor increases to 
unity, then that boundary pixel turns to ice.  
 After relaxing the supersaturation field to 
produce 𝜎𝜎(𝑟𝑟𝑝𝑝, 𝑧𝑧𝑗𝑗) throughout the space above 
the crystal, we can again use Equation 5.8 to 
calculate the growth velocity along the surface 
normal. For a facet boundary pixel, the time 
required to “fill” the remainder of each 
boundary pixel becomes  
 

𝛿𝛿𝜕𝜕𝑏𝑏 =
∆𝑥𝑥
𝑣𝑣𝑣𝑣

(1 − 𝑓𝑓𝑏𝑏) (5.18) 

 
while for kink boundary pixels we again 
examine the 45-degree surface in Figure 5.17 to 
obtain  

𝛿𝛿𝜕𝜕𝑏𝑏 =
∆𝑥𝑥
√2𝑣𝑣𝑣𝑣

(1 − 𝑓𝑓𝑏𝑏) (5.19) 

 
Note that the additional √2 is again a 
geometrical factor associated with the 45-
degree surface. From the entire set of time 
intervals 𝛿𝛿𝜕𝜕𝑏𝑏, we choose the smallest one, 
𝛿𝛿𝜕𝜕𝑏𝑏,𝑝𝑝𝑝𝑝𝑣𝑣, and then fill each boundary pixel for 
this amount of time, giving 
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𝑣𝑣𝑣𝑣
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𝛿𝛿𝜕𝜕𝑏𝑏,𝑝𝑝𝑝𝑝𝑣𝑣 (5.20) 
 
for all facet boundary pixels and  
 

          𝑓𝑓𝑏𝑏 → 𝑓𝑓𝑏𝑏 +
√2𝑣𝑣𝑣𝑣
∆𝑥𝑥

𝛿𝛿𝜕𝜕𝑏𝑏,𝑝𝑝𝑝𝑝𝑣𝑣 (5.21) 

 
for all kink boundary pixels. In doing this, one 
filling factor will reach 𝑓𝑓𝑏𝑏 = 1 while all the 
others will increase but remain below unity. 
After updating the filling factors and turning 
one boundary pixel to ice, we then locate the 
new boundary pixels (assigning them a filling 
factor of zero) and proceed with calculating the 
next supersaturation field. 
 One pleasant feature of the CA method is 
that it is remarkably easy to write down 
physically realistic (albeit not entirely accurate) 
rules and transcribe them into relatively simple 
iterative algorithms. In general, other front-
tracking and phase-field techniques require a 
substantially greater mathematical 
sophistication and a commensurate increase in 
programming effort. Unfortunately, the 
relative simplicity of a CA model brings with it 
some deficiencies in terms of accuracy, which 
we examine next. How serious all these 
problems are, and how well they can be 
addressed by developing more advanced CA 
rules, remains a topic for additional research. 
 
Numerical Anisotropy 
If cylindrically symmetrical snow crystal 
growth could be modeled accurately using only 
faceted surfaces together with the 45-degree 
surface shown in Figure 5.17, then the facet-
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kink model described above would be adequate 
to solve this 2D problem. As ∆𝑥𝑥 → 0, the facet-
kink CA rules satisfy the surface boundary 
conditions and growth rates to high accuracy 
on these surfaces. Problems arise, however, 
when one considers other surfaces. 
 Consider, for example, the 2:1 surface 
shown in Figure 5.18. In the small-∆𝑥𝑥 limit, this 
is a simple vicinal surface, so a solution of the 
diffusion equation (assuming an infinite 
surface and ignoring the Mullins-Sekerka 
instability) would yield uniform planar growth 
with a growth velocity 𝑣𝑣𝑣𝑣 = 𝛼𝛼𝑣𝑣𝑘𝑘𝑝𝑝𝑣𝑣𝜎𝜎𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠. The 
facet-kink model, however, cannot reproduce 
this simple result, even if 𝛼𝛼 is constant on all 
surfaces.  

I have done some numerical modeling of 
surfaces like these [2013Lib1], and I find that 
the model growth rates are typically off by 
about 10 percent, depending on the model 
details. The growth rates are correct for the 
basal and prism facets, and for the 45-degree 
surface, but generally not for other vicinal 
surfaces. If one removes all the √2 factors in 
the above discussion, the maximum error may 
be as high as 40 percent. 

In an absolute sense, a 10-percent growth-
rate error is not so bad, as experiments are 
typically not able to determine 𝜎𝜎𝑠𝑠𝑏𝑏𝑠𝑠 to even this 
level of accuracy. The problem arises because 
this is an anisotropic error. If snow crystal 
growth is sufficiently facet-dominated, as I 
described above, then perhaps a small intrinsic 
anisotropy in the model will have little 
importance in its overall morphological 
development. Even a √2 anisotropic error may 
not have much of a detrimental effect, as seen 
in [2014Kel]. 

Some features in snow crystal growth, 
however, may simply be impossible to 
reproduce with this level of intrinsic 
anisotropy. One example might be tip-splitting 
(see Chapter 4), as this phenomenon arises 
when the attachment kinetics is especially 
isotropic. Subtle features in ridge formation 
and other common snow crystal 
morphological features may also be adversely 

affected by built-in anisotropies in the facet-
kink model. The only way to answer these 
questions will be to make detailed comparisons 
between computational and laboratory snow 
crystals over a broad range of growth 
conditions. 
 
A Facet-Vicinal Model 
One way to reduce the intrinsic anisotropies is 
to devise an improved set of cellular automata 
rules. The facet-kink model uses only nearest-
neighbor interactions to determine the 
boundary conditions, and we can do better by 
incorporating non-local effects, at the expense 
of increased algorithmic complexity. One 
possibility in 2D is what I call a facet-vicinal 
model.  

The basic idea in the facet-vicinal model is 
to define a new parameter 𝐿𝐿, equal to the width 
of the terrace “ledge” associated with each 
boundary pixel, in integer pixel units. Figure 
5.19 shows one example of a vicinal surface 
with 𝐿𝐿 = 3 for each boundary pixel. In this 
example, all the terrace ledges are basal surfaces 

Figure 5.18: This “2:1” vicinal surface includes 
equal numbers of facet and kink boundary pixels. 
A facet-kink CA model with a constant 𝜶𝜶 yields 
growth-rate errors about ten percent, depending 
on model parameters [2013Lib1]. These errors 
present an intrinsic anisotropy in the facet-kink 
model that cannot be corrected by increasing the 
model resolution. How such a built-in anisotropy 
affects the overall morphological development of 
computational snow crystals is not yet known. 
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facing the +z direction. On a more complex 
surface, one would simply count how many 
adjacent boundary pixels make up a single 
ledge, and that value of 𝐿𝐿 would be assigned to 
all the boundary pixels making up that ledge. 
Although more complicated than the facet-
kink model, this degree of nonlocal 
bookkeeping is not an onerous computational 
task.  

From the ledge width 𝐿𝐿, the vicinal angle 𝜃𝜃 
shown in Figure 5.19 is given by tan(𝜃𝜃) = 1/𝐿𝐿, 
and the attachment coefficient would be 
specified as 𝛼𝛼𝑣𝑣𝑝𝑝𝑣𝑣𝑝𝑝𝑣𝑣𝑏𝑏𝑏𝑏�𝜎𝜎𝑝𝑝,𝑗𝑗, 𝜃𝜃�, being a function of 
both the surface supersaturation and the vicinal 
angle. For simplicity I now assume 0 < 𝜃𝜃 < 45 
degrees, as generalization to angles outside this 
range is straightforward. 

For any vicinal surface like that shown in 
Figure 5.19, the boundary conditions are again 
derived from the continuum boundary 
conditions 

 

𝑋𝑋0 �
𝜕𝜕𝜎𝜎
𝜕𝜕𝜕𝜕
�
𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠

= 𝛼𝛼𝜎𝜎𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 (5.22) 

 
with 
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= 𝐴𝐴𝑣𝑣
𝜎𝜎𝑝𝑝,𝑗𝑗+1 − 𝜎𝜎𝑝𝑝,𝑗𝑗

∆𝑥𝑥
+ 𝐴𝐴𝑠𝑠

𝜎𝜎𝑝𝑝+1,𝑗𝑗 − 𝜎𝜎𝑝𝑝,𝑗𝑗
∆𝑥𝑥

(5.23)
 

 
and again we are assuming ∆𝑟𝑟 = ∆𝑧𝑧 = ∆𝑥𝑥 and 
𝜎𝜎𝑝𝑝,𝑗𝑗 = 𝜎𝜎�𝑟𝑟𝑝𝑝, 𝑧𝑧𝑗𝑗�, and we define 𝐴𝐴𝑣𝑣 = cos(𝜃𝜃) and 
𝐴𝐴𝑠𝑠 = sin(𝜃𝜃). With this, the propagation 
equation for the supersaturation in any 
boundary pixel becomes 

 

𝜎𝜎𝑝𝑝,𝑗𝑗 =
𝐴𝐴𝑣𝑣𝜎𝜎𝑝𝑝,𝑗𝑗+1 + 𝐴𝐴𝑠𝑠𝜎𝜎𝑝𝑝+1,𝑗𝑗

𝐴𝐴𝑣𝑣 + 𝐴𝐴𝑠𝑠 + 𝛼𝛼𝑣𝑣𝑝𝑝𝑣𝑣𝑝𝑝𝑣𝑣𝑏𝑏𝑏𝑏�𝜎𝜎𝑝𝑝,𝑗𝑗,𝜃𝜃�∆𝑥𝑥𝑋𝑋0

(5.24) 

 
This expression is a generalized form of the 

boundary conditions described above in 
Equations 5.16 and 5.17 (and agreement can be 
seen by noting that 𝜎𝜎𝑝𝑝,𝑗𝑗+1 + 𝜎𝜎𝑝𝑝+1,𝑗𝑗 = 𝜎𝜎𝑝𝑝,𝑗𝑗 +
𝜎𝜎𝑝𝑝+1,𝑗𝑗+1 to first order in ∆𝑥𝑥). However, while 
Equations 5.16 and 5.17 applied with high 
accuracy to only three surfaces, Equation 5.24 
is accurate for all flat vicinal surfaces with any 
vicinal angle. Thus, with some increase in 
bookkeeping, we have a new boundary 
condition with substantially reduced intrinsic 
anisotropy. 
 The growth algorithm is similar to that 
described above, but with Equations 5.18 and 
5.19 replaced with  
 

𝛿𝛿𝜕𝜕𝑏𝑏 = 𝐴𝐴𝑣𝑣
∆𝑥𝑥
𝑣𝑣𝑣𝑣

(1 − 𝑓𝑓𝑏𝑏) (5.25) 

 
for the growth of +z boundary pixels with 0 <
𝜃𝜃 < 45 degrees, like those shown in Figure 
5.19.  

For the special case of a flat vicinal surface, 
such as that shown in Figure 5.19, we see that 
all the boundary pixels shown have identical 
properties. Because 𝜎𝜎𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 will be nearly 
constant along this flat surface, all the 
boundary pixels will turn to ice pixels at 
essentially the same time, and this will preserve 
the vicinal character of the surface. In the limit 
of small ∆𝑥𝑥, I expect that the facet-vicinal 

Figure 5.19: A vicinal surface in which all the 
terrace ledges have a ledge width 𝑳𝑳 = 𝟑𝟑, and the 
vicinal angle 𝜽𝜽 is given by 𝐭𝐭𝐭𝐭𝐭𝐭(𝜽𝜽) = 𝟏𝟏/𝑳𝑳. For any 
individual terrace facing the +z direction (as 
shown here), the ledge width 𝑳𝑳 is defined as the 
number of adjacent boundary pixels in its row, 
and that value of 𝑳𝑳 is assigned to all boundary 
pixels in that row. 
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model will provide a much improved model 
behavior compared to a facet-kink model. 
 The facet-vicinal CA model has not yet 
been tried, as only facet-kink models have so 
far been demonstrated for snow-crystal 
growth. I suspect that facet-vicinal, or some 
improved version of this model, will soon 
displace facet-kink for modeling snow crystal 
growth. But, as the saying goes, it is hard to 
predict, especially the future. New 
developments in modeling faceted crystal 
growth are appearing rapidly on all fronts at 
present. 
  
Monopole Matching 
Extending the outer boundary to infinity can 
again be accomplished, to a reasonable 
approximation, using the known analytical 
solution for spherical growth. The essential 
idea is the same as was described above, but in 
place of Equation 5.11 we use 
 

𝑑𝑑𝑑𝑑
𝑑𝑑𝜕𝜕

= �2𝜋𝜋𝑟𝑟𝑏𝑏
∆𝑥𝑥2

𝛿𝛿𝜕𝜕𝑏𝑏
(5.26) 

 
where the sum is over all boundary pixels. This 
yields the adaptive outer boundary  
 

𝜎𝜎𝑝𝑝,𝑗𝑗�𝜌𝜌𝑠𝑠𝑏𝑏𝑠𝑠� → 𝜎𝜎∞ −
𝑑𝑑𝑑𝑑/𝑑𝑑𝜕𝜕

4𝜋𝜋𝜌𝜌𝑠𝑠𝑏𝑏𝑠𝑠𝑋𝑋0𝑣𝑣𝑘𝑘𝑝𝑝𝑣𝑣
(5.27) 

 
where 𝜎𝜎𝑝𝑝,𝑗𝑗 refers to an outer boundary pixel and 
𝜌𝜌𝑠𝑠𝑏𝑏𝑠𝑠 = √𝑟𝑟2 + 𝑧𝑧2 is the distance to the outer 
boundary point.  
 This iterative outer boundary assignment 
matches the outer boundary to an optimal 
spherical solution, so would be quite accurate 
for the case of spherical growth. For the 
general case, it can be considered a monopole 
approximation of the 
correct outer boundary. 
One can imagine extending 
this to higher-order 
multipole matching, but I 
will not elaborate further on 
that possibility here. For a 
sufficiently distant model 

boundary, the monopole approximation is 
probably good enough for most purposes, 
allowing a fairly realistic extension to an infinite 
outer boundary. 
 
Surface Diffusion and the 
FSD Approximation 
In its most basic form, the facet-kink CA 
model described above does an especially poor 
job describing the growth of low-angle vicinal 
surfaces. As illustrated in Figure 5.20, surface 
diffusion on faceted surfaces transports 
admolecules to kink sites, and this process can 
greatly increase the attachment coefficient near 
terrace steps (assuming 𝛼𝛼𝑘𝑘𝑝𝑝𝑣𝑣𝑘𝑘 ≫ 𝛼𝛼𝑠𝑠𝑏𝑏𝑣𝑣𝑖𝑖𝑠𝑠). This 
bit of physics is absent in the facet-kink model, 
where all facet boundary pixels are described 
by 𝛼𝛼𝑠𝑠𝑏𝑏𝑣𝑣𝑖𝑖𝑠𝑠, even if they are right next to kink 
sites [2015Lib1]. 
 When incorporating this physical effect 
into a CA model, the increase in the attachment 
coefficient extends over a distance of 
approximately (𝑥𝑥𝑠𝑠𝑠𝑠𝑟𝑟𝑓𝑓/𝑎𝑎) pixels, where 𝑥𝑥𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 is 
the surface diffusion length and 𝑎𝑎 is the size of 
a water molecule [2015Lib1]. Although 𝑥𝑥𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 is 
not well known on faceted ice surfaces, one 
expects (𝑥𝑥𝑠𝑠𝑠𝑠𝑟𝑟𝑓𝑓/𝑎𝑎) > 30 (see Chapter 2), which 
can present a sizable increase in the attachment 
coefficient over large vicinal surfaces in a CA 
model. 

Figure 5.20: (below) On a low-angle vicinal 
surface, molecules can diffuse along a faceted 
surface to reach kink sites where they readily 
attach. Thus 𝜶𝜶 ≈ 𝜶𝜶𝒔𝒔𝒃𝒃𝒇𝒇𝒇𝒇𝒇𝒇 far from a kink site, 
while 𝜶𝜶 ≈ 𝟏𝟏 within one surface-diffusion 
length from a kink site. Here we have assumed 
a high Ehrlich–Schwoebel barrier that prevents 
diffusion over the tops of terrace steps. 
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 It is not outrageous to speak of a fast-
surface-diffusion (FSD) approximation, where 
one simply assumes 𝛼𝛼 ≈ 1 on all terraces that 
include a kink site. In this approximation, most 
of the ice surface would have 𝛼𝛼 ≈ 1, while only 
small faceted “island” terraces, which I also call 
“upper terraces”, would be described by 𝛼𝛼𝑏𝑏𝑏𝑏𝑠𝑠𝑏𝑏𝑏𝑏 
or 𝛼𝛼𝑝𝑝𝑠𝑠𝑝𝑝𝑠𝑠𝑝𝑝. I suspect that the FSD 
approximation may be a fairly good 
representation of the actual attachment 
kinetics, and this would be an interesting 
regime to explore with models.  
 The bare facet-kink CA model, on the 
other hand, could be called a low-surface-
diffusion (LSD) approximation, as it neglects 
surface diffusion entirely. This is almost 
certainly a poor approximation of the actual ice 
surface physics, although, once again, the 
actual surface diffusion lengths have not been 
well determined. 
 
Concave Growth 
The growth of shallow concave plates is 
perhaps an interesting testing ground for 
exploring the accuracy of CA models. As 
shown in Figure 5.21, the issue of insufficient 
spatial resolution becomes especially acute 
with this geometry. Watching a CA model 
evolve in real time, one sees a peculiar time 
dependence in the model that does not happen 
in real life. With a perfectly faceted plate (a1 in 
the figure), 𝛼𝛼𝑏𝑏𝑏𝑏𝑠𝑠𝑏𝑏𝑏𝑏 is low across the entire plate, 
and the slow growth of this surface yields a 
high 𝜎𝜎𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 above it (see Chapter 4). 

As soon as a kink site appears, however (a2 
in the Figure 5.21), 𝛼𝛼 increases substantially 
(especially with a FSD model), and thus 𝜎𝜎𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 
drops. Moreover, this all happens essentially 
instantaneously, as this is how fast the 
supersaturation field responds in the Laplace 
approximation. Once the terrace fills in and is 
replaced by a fully faceted surface, 𝛼𝛼 and 𝜎𝜎𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 
again change instantaneously.  

This is a curious sight to watch, as clearly it 
does not accurately model what must happen 
around an actual crystal (b in Figure 5.21). With 
full molecular resolution, even a shallow 

concave surface contains hundreds of terrace 
steps all marching inward. The attachment 
coefficient is thus 𝛼𝛼𝑏𝑏𝑏𝑏𝑠𝑠𝑏𝑏𝑏𝑏 near the plate edge 
and 𝛼𝛼 ≈ 1 elsewhere, while 𝜎𝜎𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 over the 
surface would change little with time as the 
steps progress. 

This issue would go away with sufficient 
resolution in the CA model, and it would not 
be a problem if the concave depression is deep 
enough. But it is something to worry about. In 
contrast, a front-tracking model would likely 
handle this scenario much better. Even at low 
spatial resolution, the front-tracking model 
would look more like (b) in Figure 5.21, with a 
short faceted region at the outer edge and a 
segmented concave region within. The 
freedom to build a surface out of short line 
segments, rather than small blocks, gives a 
substantial advantage to the front-tracking 
model in this case. 
 
The Gibbs-Thomson Effect 
So far in our CA modeling discussion we have 
ignored surface energy effects, focusing mainly 
on vapor diffusion and attachment kinetics, the 
latter depending on surface diffusion. The 
resulting models are likely reasonable 
approximations in many situations, but our 
examination of solvability theory in Chapter 4 

Figure 5.21: The growth of shallow concave basal 
surface is difficult to reproduce with good 
accuracy in a cellular-automata model. In the 
model (a1,a2,a3), a new terrace nucleates at the 
edges of the plate and then grows inward. In real 
life (b), there is a continuous series of terraces 
that nucleate at the plate edge and propagate 
inward. 
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suggests that surface-energy effects become 
important when 𝛼𝛼 is large and 𝜎𝜎 is low. This 
is borne out in model investigations like that 
shown in Figure 5.22 [2013Lib1].  

In this modeling exercise, 𝛼𝛼𝑏𝑏𝑏𝑏𝑠𝑠𝑏𝑏𝑏𝑏 ≪
𝛼𝛼𝑝𝑝𝑠𝑠𝑝𝑝𝑠𝑠𝑝𝑝 = 1 and 𝜎𝜎∞ was quite low, yielding 
the growth of a one-pixel-thick plate from 
the edge of a columnar crystal (top image in 
Figure 5.22). A single pixel measured 0.15 
µm in this model, and the high curvature of 
the plate edge would create a large Gibbs-
Thomson effect. Clearly the emergence of 
this ultra-thin plate would have been 
suppressed by surface energy effects (see 
Chapter 2), so this result is not physically 
plausible. 
 There are several ways to avoid this 
problem in a CA model. One is simply to 
avoid regions of parameter space where low 
𝜎𝜎 and high 𝛼𝛼 can occur simultaneously. This 
is not especially difficult to arrange, and the 
model crystal in Figure 5.22 was something 
of an anomalous case. Another approach is 
to increase the CA pixel size ∆𝑥𝑥 to the point 
that the Gibbs-Thomson effect is negligible 
even with one-pixel-thick structures. And 
again, this is not especially difficult to 
arrange, but it is not a very satisfying 
approach to the problem. Of course, a 
better solution is to add the correct surface-
energy physics into the CA model, thereby 
obviating the need to avoid certain areas of 
parameter space. 
 Because the Gibbs-Thomson effect is 
quite small in snow crystal growth, it is 
sufficient to approximate it rather crudely, as 
this is enough to eliminate one-pixel-wide 
plates and other non-physical model 
occurrences. One way to accomplish this quite 
easily in the CA model is to use the widths of 
the outermost terraces, which, owing to their 
extreme positions, do not include any kink 
pixels. The values of 𝐿𝐿𝑠𝑠𝑝𝑝𝑏𝑏𝑚𝑚 and 𝐿𝐿𝑧𝑧𝑝𝑝𝑏𝑏𝑚𝑚 (see 
Figure 5.23) can be used to estimate the edge 
curvatures, and the precise algorithm used is 
not very important.  

 The Gibbs-Thomson effect can be ignored 
in calculating the supersaturation field, as its 
effect is negligibly small. It need only be 
included in the calculation of the pixel growth, 
specifically replacing the usual 𝑣𝑣𝑣𝑣 = 𝛼𝛼𝑣𝑣𝑘𝑘𝑝𝑝𝑣𝑣𝜎𝜎𝑏𝑏 
with 𝑣𝑣𝑣𝑣 = 𝛼𝛼𝑣𝑣𝑘𝑘𝑝𝑝𝑣𝑣(𝜎𝜎𝑏𝑏 − 𝑑𝑑𝑠𝑠𝑣𝑣𝜅𝜅), using the known 
Gibbs-Thomson parameter 𝑑𝑑𝑠𝑠𝑣𝑣 and a roughly 
estimated curvature 𝜅𝜅. Although the outer 
terrace widths are not extremely accurate 
curvature indicators, Figure 5.22 demonstrates 
that this method is sufficient to suppress the 
formation of structures with especially high 
surface curvature. 

Figure 5.22: An illustration of the Gibbs-Thomson 
effect in a cylindrically symmetric CA model of a plate 
growing from the edge of a column [2013Lib1]. With 
zero surface energy (top), a one-pixel-thick (0.15 µm) 
plate grows from the edge of the column, which is not 
a physically plausible solution. A Gibbs-Thomson 
length of 𝒅𝒅𝒑𝒑𝒔𝒔 = 𝟏𝟏.𝟑𝟑 𝒏𝒏𝒑𝒑 (middle) or 𝒅𝒅𝒑𝒑𝒔𝒔 = 𝟏𝟏 𝒏𝒏𝒑𝒑 
(bottom) suppresses the thin-plate growth. Vertical 
lines show the original seed crystal, while the 
supersaturation around the crystal is proportional to 
the image brightness. 
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Minimum Feature Sizes 
While the CA grid size ∆𝑥𝑥 is somewhat 
arbitrary, it should not be made too large if one 
expects to reproduce realistic snow crystal 
structures. As we saw in our discussion of 
solvability theory (see Chapter 4), the 
characteristic radius of curvature of a growing 
dendrite tip is roughly  
 

𝑅𝑅𝑠𝑠𝑝𝑝𝑝𝑝 ≈
2𝑋𝑋0
𝑠𝑠0𝛼𝛼

(5.28) 

 
and measurements of ice dendrites in air have 
yielded 𝑅𝑅𝑠𝑠𝑝𝑝𝑝𝑝 ≈ 1 𝜇𝜇m and 𝛼𝛼𝑠𝑠0 ≈ 0.25 for 
fernlike dendrites near -15 C and 𝑅𝑅𝑠𝑠𝑝𝑝𝑝𝑝 ≈ 1.5 𝜇𝜇m 
and 𝛼𝛼𝑠𝑠0 ≈ 0.2 for fishbone dendrites growing 
near -5 C [2002Lib]. In both cases the tip 
structure was quite rounded, suggesting 𝛼𝛼 ≈ 1.  
 In addition to dendrite tips, interferometric 
measurements of thin plates growing in a free-
fall chamber showed thicknesses down to 1 µm 
at temperatures near -2 C and again near -12 C 
[2008Lib1]. Column diameters as low as a few 
microns were also observed near -5 C 
[2009Lib]. These observations all suggest that 
a grid size of a few times 𝑋𝑋0 should be 
sufficient to reproduce essentially all snow 
crystal structures, where 𝑋𝑋0 ≈ 0.15 𝜇𝜇𝜇𝜇 in 
normal air. Finer structures are likely 

suppressed by the Gibbs-Thomson effect and 
perhaps by additional surface diffusion effects. 
 
Edge Sharpening Instability 
The outer facet widths defined in Figure 5.23, 
and the surface curvatures derived from them, 
can also be used to examine the Edge-
Sharpening Instability (ESI, see Chapter 3). 
The basic idea here is to make the attachment 
coefficient depend on curvature 𝜅𝜅, just as the 
effective supersaturation depends on 𝜅𝜅 via the 
Gibbs-Thomson effect. These are two very 
different physical effects, but both can be 
included in the CA model using the outer facet 
widths. 
 Libbrecht et al. [2015Lib2] explored this 
idea somewhat by comparing CA models with 
experimental measurements of thin plates 
forming on electric needles near -15 C. Some 
additional details are presented in Chapter 8, 
with the results generally supporting the ESI 
and its CA models. While much additional 
work is needed in this area, this result certainly 
suggests that much could be learned from 
continued careful comparisons between CA 
models and experimental measurements. 
 
A Scaling Relation 
If we switch variables from physical 
dimensions (𝑟𝑟, 𝑧𝑧) to scaled dimensions 
(𝜉𝜉𝑠𝑠, 𝜉𝜉𝑧𝑧) = 𝑋𝑋0−1(𝑟𝑟, 𝑧𝑧), this converts the surface 
boundary condition, Equation 5.6, to 
dimensionless form. Laplace’s equation is 
essentially unaltered by this variable change, so 
our CA models will proceed equally well in 
dimensionless coordinates, while physical time 
intervals change from 𝛿𝛿𝜕𝜕 = ∆𝑥𝑥/𝛼𝛼𝑣𝑣𝑘𝑘𝑝𝑝𝑣𝑣𝜎𝜎 to 𝛿𝛿𝜕𝜕 =
𝑋𝑋0∆𝜉𝜉/𝛼𝛼𝑣𝑣𝑘𝑘𝑝𝑝𝑣𝑣𝜎𝜎. What this all means is that we 
have a scaling relation for growth as a function 
of the diffusion constant 𝐷𝐷, or equivalently a 
scaling relation with air pressure 𝑃𝑃 [2013Lib1].
 Because 𝑋𝑋0~𝐷𝐷~𝑃𝑃−1, we see that increasing 
the air pressure by a factor of two will result in 
a crystal that grows half as large in a time that 
is twice as long compared to growth at the 
original pressure. This assumes all other 
aspects of the model, for example the 

Figure 5.23: A CA model in which the “outer” 
basal and prism boundary pixels are shown in 
pink. These pixels represent upper terraces with 
no adjoining kinks sites, and the terrace widths 
can be used to roughly estimate the edge 
curvature for including the Gibbs-Thomson 
effect.   
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attachment coefficients, are unchanged as a 
function of pressure and crystal size. 
 Immediately this scaling relation explains 
some prominent characteristics of snow crystal 
growth as a function of pressure. At low 
pressures, for example, crystals grow rapidly 
into faceted, prismatic shapes, even when the 
crystals are quite large. In normal air, on the 
other hand, initially faceted prisms quickly 
branch into dendritic morphologies, and 
dendritic shapes at higher pressures have been 
observed to show generally finer structural 
features [1976Gon].  

At least at a qualitative level, the observed 
pressure dependencies are nicely explained by 
this simple scaling relation. Besides just 
morphologies, however, the scaling relation 
also makes clear predictions regarding growth 
rates as a function of pressure, although these 
have not yet been experimentally confirmed.  
 This scaling relation comes with numerous 
caveats, however, as it assumes that all other 
factors (other than particle diffusion) are 
independent of pressure and physical scale. For 
example, the scaling relation requires that 𝛼𝛼 be 
independent of pressure, while the evidence 
suggests that 𝛼𝛼𝑝𝑝𝑠𝑠𝑝𝑝𝑠𝑠𝑝𝑝 depends rather strongly on 
pressure near -5 C (see Chapter 3). In addition, 
as particle diffusion becomes rapid at lower 
pressures, heat diffusion begins to dominate as 
a factor that limits growth, and this 
complicating factor would negate the simple 
scaling relation.  

Other physical effects, including surface 
energy, surface diffusion, and the edge-
sharpening instability, may also affect pressure 
scaling in various regions of parameter space. 
Thus, although expressing the problem in 
dimensionless coordinates brings some 
mathematical appeal, I find it tends to obscure 
the physics as well. And there is no getting 
around the fact that snow crystal growth is not 
just a mathematical problem, as it involves a 
variety of physical processes acting over many 
length scales. 
 
 

Comparison with 
Experiments 
Although cellular-automata models have some 
inherent shortcomings, they can do a pretty 
good job producing realistic snow crystal 
morphologies and growth rates. This first 
became abundantly apparent when 3D models 
yielded morphological structures that 
resembled real snow crystals to a much higher 
degree than other models, including ridging 
and other features. In this section I want to 
describe how CA models have fared quite well 
in comparisons with experimental 
observations as well, at least to the limited 
degree to which the models have been tested. 
 To date, no 3D models of snow crystal 
growth, of any kind, have been subjected to 
detailed comparisons with experimental 
observations. That day is coming, but so far 
only 2D cylindrically symmetrical models have 
been examined as a means to reproduce snow 
crystal growth measurements.  
 Figure 5.24 shows one of my favorite early 
examples of a CA model matching the 
formation of a thin-plate snow crystal growing 
on the end of an electric ice needle (see Chapter 
8). The cylindrically symmetric CA model 
cannot reproduce the hexagonal faceting or 
ridge features, as these would require full 3D 
modeling. But it does reproduce the slightly 
concave plate growth and the shielding of the 
columnar growth just below the plate. In terms 
of overall morphological features, the model 
seems to get the details right. 
 Moreover, both the morphology and 
growth measurements were both adequately 
reproduced using one set of model parameters. 
After some tweaking of the outer-boundary 
supersaturation and the attachment 
coefficients, the model could be made to fit the 
growth measurements quite well, as can be 
seen in the figure. A clear result from this 
exercise was that 𝛼𝛼𝑝𝑝𝑠𝑠𝑝𝑝𝑠𝑠𝑝𝑝 ≈ 1 was essential to fit 
the data and morphology, matching our 
expectations based on the observation that the 
plate sprouts branches if the supersaturation is 
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raised only slightly higher than was used in this 
experiment. 
 
 Libbrecht et al. [2015Lib2] performed a 
series of measurements like the one shown in 
Figure 5.24, investigating the formation of thin 
plates on electric needles as a function of the 

far-away supersaturation level. This 
experiment is presented in some detail as a 
case-study in Chapter 8, as it illustrates the 
potential for using electric needles in 
quantitative studies of snow crystal growth.  

This experiment is also a good example of 
how cylindrically symmetrical CA models can 
be used to analyze precise growth 
measurements to reach substantial, 
quantitative physical conclusions. As described 
in [2015Lib2], the data support the Edge-
Sharpening Instability described in Chapter 3, 
indicating the need for some kind of 
morphology dependence in the attachment 
kinetics. The ESI model is still a hypothesis in 
need of additional testing, but it is abundantly 
clear that comparing CA models with 
experimental observations has much potential 
for yielding interesting scientific progress 
regarding the physics of snow crystal growth. 

In another recent paper, I examined the 
role of surface diffusion in CA modeling by 
comparing several models with the formation 
of blocky prisms on electric needles near -10 C 
[2015Lib1]. As illustrated in Figure 5.25, the 
model morphology was substantially improved 
by including a high degree of surface diffusion, 
equivalent to the fast-surface-diffusion (FSD) 
approximation described above. Again, more 
data and more modeling are needed to draw 
firm conclusions, but we are making some 
progress. I have found that, even with 2D 
cylindrically symmetric models, the challenge 
of making models that agree with experiments 
requires some creative thinking regarding the 
behavior and physical origins of the surface 
attachment coefficients. The development of 
physically derived 3D models holds even 
greater promise for interesting results. 
 The growth of snow crystals on electric 
needles is especially suitable for quantitative 
modeling, as I describe in in Chapter 8. As 
another illustration of this statement here, note 
that Figure 5.24 shows a single thin plate 
emerging from the tip of a slender ice needle, 
and this morphology is nicely reproduced in 
the CA model calculation. Contrast this simple 
plate-on-needle morphology with the last two 

Figure 5.24: These figures illustrate a quantitative 
comparison a 2D CA model with experimental 
data [2008Lib, 2013Lib]. (a) A composite image 
made from five photographs shows the growth of 
a plate-like snow crystal on the end of an electric 
ice needle, viewed from the side. (b) A 
cylindrically symmetrical 2D CA model 
reproduces the observations, also showing the 
water-vapor diffusion field around the crystal. (c) 
A quantitative comparison of experimental data 
(points) and the computational model (lines) 
shows good agreement. The inset photo shows 
the crystal in (a) from a different angle. 
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images in Figure 5.13, which illustrate what I 
call the “double-plate” problem.  

Even beginning with small seed crystals, 
the models in Figure 5.13 both show the 
subsequent growth of double-plate crystals. In 
real life, these two plates would compete for 
water vapor (see Chapter 4), and usually one 
plate would soon overshadow the other. The 
result of this competition would be one large 
and one small plate, a phenomenon that is 
often observed in natural snow crystals (see 
Chapter 10).  

The double-plate problem leads to 
something of a disconnect between model 
snow crystals and those grown in laboratory 
experiments. As seen in Figure 5.13, double 
plates readily form in models, but the 
unavoidable competition resulting from their 
close proximity prevents their realization in 
experiments. This problem is avoided using 
electric needles as seed crystals, because then 
only one plate emerges from the needle tip, 

both in experiments and models. I 
have found that the emergence of thin 
plates is an especially interesting 
phenomenon to explore, owing to 
unusual physical effects like the edge-
sharpening instability, and the 
underlying physics is best studied if 
one avoids the double-plate problem 

by using electric ice needles.  
 
The 2D Future  
Although clearly 3D modeling will be preferred 
in the long run, I believe that 2D cylindrically 
symmetrical models have substantial merits for 
investigating the physics underlying snow 
crystal growth dynamics, including: 
1) With one fewer dimension, the run times for 
a 2D code are much faster than a 3D code. This 
allows one to run dozens or hundreds of 
models fairly quickly, which is highly beneficial 
when making detailed comparisons between 
models and experiments. 
2) With a simpler geometry and fewer special 
cases to deal with, a 2D code is easier to write 
and modify than a 3D code. This makes it 
generally easier to incorporate additional 
physics like the Gibbs-Thomson effect, the 
edge-sharpening instability, and surface 
diffusion. Thus a 2D model is more practical 
for investigating the overall importance of 
these effects in conjunction with experimental 
observations. 
3) A 2D cylindrically symmetric model can 
provide a reasonably accurate approximation 
for simple snow crystal morphologies, 
including simple plates and columns, hollow 
columns, capped columns, and simple forms 
growing on electric needles. Thus the 2D 
model is well suited for examining basic 
morphological changes in growth behavior 
with temperature, supersaturation, and 
background gas pressure. Low-pressure 
growth, exhibiting overall simpler structures 
than at higher pressures, is especially amenable 
to 2D modeling. 
4) Most of what we have learned to date about 
snow crystal attachment kinetics has been from 

Figure 5.25: The image on the right shows a 
blocky prism forming on the end of an electric 
ice needle near -10 C [2015Lib1]. Other than a 
few minor surface markings, the block has a 
relatively simple morphology with essentially 
no basal hollowing. The image on the left 
shows an attempt to model the blocky growth 
using a simple facet-kink CA model. With 
reasonable model adjustments, it was not 
possible to eliminate the substantial basal 
hollowing. The center image shows another 
attempt using a fast-surface-diffusion 
approximation, yielding an improved 
morphology with less basal hollowing. The CA 
models could not produce a sensible model 
with no basal hollowing, however, so perhaps 
some additional physics is needed in the 
model. 
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measurements of small crystals with 
relatively simple morphological structures. 
Here again, a 2D model should be sufficient 
for further investigations along these lines. 
5) Working with a 2D CA model is a good 
prelude to building a full 3D CA model, as 
the 2D model already exhibits interesting 
behaviors and puzzling quirks, and learning 
these will benefit future efforts with full 3D 
modeling.  
 
5.4 Three-Dimensional 
Cellular Automata 
As described in the previous sections, 1D 
and 2D models give one an instructive 
perspective into many of the good and bad 
aspects of modeling snow crystal growth 
using cellular automata. CA models are 
generally simple to construct and fast to 
run, but it is difficult to remove the 
mathematical anisotropies that are 
essentially hard-wired into the fixed grid 
and CA rules.  

Several of the foibles associated with the 
CA technique are relatively easy to see and 
understand in 2D cylindrically symmetric 
models, as I attempted to describe above. 3D 
models have not yet been abundantly explored, 
and the extra dimension will likely introduce 
even more hidden quirks that have not yet been 
discovered. Nevertheless, 3D modeling is the 
ultimate goal, so we examine that now. Much 
of this section is based on work done by 
Gravner and Griffeath [2009Gra] and by Kelly 
and Boyer [2014Kel], together with some 
additional embellishments derived from my 
own research. 
  
A 3D Hexagonal Grid  
Figure 5.26 illustrates a hexagonal grid of cells 
appropriate for a 3D cellular-automaton snow-
crystal model. In this grid, each pixel has eight 
nearest neighbors: two in the vertical direction 
and six in the horizontal direction, where here 
we use “horizontal” as a somewhat generic 
term referring to all directions perpendicular to 
the c-axis. As with the previous 1D and 2D 

models, the cells are labeled as ice, vapor, or 
boundary pixels. 
 Figure 5.27 shows a convenient mapping 
that takes a honeycomb structure in the 
horizontal plane to a simple rectilinear grid, 
which can be useful for bookkeeping purposes 
in the various CA algorithms. Note the 
definition of the spacing ∆𝑥𝑥 between prism-
facet terraces shown in Figure 5.27. This is 
different from the definition in [2014Kel], for 
reasons that will become apparent when we 
discuss boundary conditions below. We also 
define ∆𝑧𝑧 to be the spacing between basal 
terraces, and we usually assume ∆𝑧𝑧 = ∆𝑥𝑥.  
 Like the previous CA models in this 
chapter, our 3D model will be completely 
deterministic, including no random walks or 
random probabilities of any kinds, and 
evaporation will not be included. Running the 
model twice with the same initial conditions 
will produce the exact same result. Such a 
deterministic model must always exhibit 
perfect six-fold bilateral snow crystal 
symmetry, simply because the input physics 

Figure 5.26: A 3D hexagonal grid of cells for a cellular-
automata snow-crystal model. Here the blue-green 
pixels represent ice and the red pixels show a few 
representative boundary pixels. Vapor pixels are not 
shown. The boundary pixels are labeled with [HV] 
nearest-neighbor data, where H is the number of 
adjacent horizontal ice pixels and V is the number of 
adjacent vertical ice pixels. Image from [2009Gra]. 
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and external boundary conditions contain this 
same symmetry by definition. 
 Because of this intrinsic symmetry, the CA 
model need only include 1/24th of the total 
physical space being modeled, with reflection 
boundary conditions recreating the full space 
from the 1/24th slice. A reflection boundary 
condition is applied about the 𝑧𝑧 = 0 plane, as it 
was with the 2D model above, and similar 
boundary reflections occur at the edges of the 
30-degree wedge shown in Figure 5.28. As one 
might expect, there is considerably more 
bookkeeping involved in a 3D model than a 
2D model, which is simply the price one has to 
pay for the added complexity. 
 
Boundary Pixel Attributes 
Another complicating issue with a 3D model is 
the plethora of different boundary pixel types, 
as illustrated in Figure 5.26. Moreover, to 
encompass all of the varied physical processes 
governing snow crystal growth, it is necessary 
to consider both non-local and nearest-
neighbor interactions, as I discussed somewhat 
in the 2D model above. For this reason, it is 
necessary to describe the different types of 
boundary pixels and their various attributes 
with some care.  

 For example, a [01] boundary pixel 
indicates a position on a basal facet, and we 
also want to label this pixel with information 
relating to its surroundings beyond its nearest 
neighbors. One approach to accomplishing 
this is to count of the number of boundary 
pixels in each of the six directions out from the 
pixel in question, staying in the same basal 
plane, as illustrated in Figure 5.29. Doing so 
yields six integer pixel lengths ±𝐿𝐿𝑝𝑝, where the 
value is positive if the line of boundary pixels 
ends with a ledge (a terrace step approached 
from the top) and the value is negative if the 
line ends in a kink (a terrace step approached 
from below). 
 From these six lengths, one can extract 
quite a lot of useful information about the 
crystal structure near that boundary point, 
including: 
1) If all the 𝐿𝐿𝑝𝑝 are positive, then the boundary 
pixel in question lies on an “upper” terrace, 
which is identified as having no ice terraces on 
top of it. On the faceted upper-terrace surface, 
𝛼𝛼𝑏𝑏𝑏𝑏𝑠𝑠𝑏𝑏𝑏𝑏 is the appropriate attachment 
coefficient. As described in Chapter 3, the best 
functional form for this term is 𝛼𝛼𝑏𝑏𝑏𝑏𝑠𝑠𝑏𝑏𝑏𝑏 =

Figure 5.27: A coordinate mapping that 
connects a 2D hexagonal grid to a 2D 
Cartesian grid, with numbers showing 
corresponding pixels. Note the definition of 
the horizontal coordinate scale ∆𝒙𝒙, equal to the 
spacing between prism facet terraces. We 
typically assume ∆𝒙𝒙 = ∆𝒛𝒛, the latter being the 
distance between basal facet terraces. 

Figure 5.28: This diagram shows the 1/12th 
slice of horizontal space needed to model a 
symmetrical snow crystal. Reflection boundary 
conditions apply on the two long edges, and 
colored dots illustrate some reflected pixels on 
the “ragged” edge. The short upper edge is the 
far-away boundary of the model. 
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𝐴𝐴exp(−𝜎𝜎0/𝜎𝜎𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠), where 𝐴𝐴 and 𝜎𝜎0 are physical 
parameters included in the model.  
2) If at least one of the 𝐿𝐿𝑝𝑝 is negative and small, 
then surface diffusion can carry admolecules to 
kink sites where they are readily adsorbed. In 
this case, the boundary pixel is best described 
by 𝛼𝛼 ≈ 1.  
3) If all the 𝐿𝐿𝑝𝑝 are positive and two opposing 𝐿𝐿𝑝𝑝 
are both small, then the boundary pixel may lie 
on a thin basal edge (as one might find on the 
edge of a hollow column). This may change the 
value of 𝛼𝛼𝑏𝑏𝑏𝑏𝑠𝑠𝑏𝑏𝑏𝑏 through the ESI mechanism, if 
one wishes to incorporate such an effect in the 
model. Additionally, a thin edge suggests a high 
surface curvature, which lowers the effective 
supersaturation via the Gibbs-Thomson effect, 
and one may also wish to incorporate this 
effect into the model. 
4) The six ±𝐿𝐿𝑝𝑝 can also be used to infer 
something about the vicinal angle of the 
surface near the boundary pixel in question. As 

described in the 2D model above, such 
knowledge is useful for turning a facet-kink 
model into a facet-vicinal model, and the latter 
has substantially reduced intrinsic model 
anisotropy.  
 All these possibilities exist for every [01] 
boundary pixel, which is just one type of 
boundary pixel, and perhaps the simplest type 
at that, as seen Figure 5.26. One must face an 
unfortunate reality in snow crystal that the 
underlying growth physics is complicated, so 
many different effects must be considered 
before a computational model will reproduce 
real life. It is not obvious at this point which 
physical effects must be included to high 
precision, which can be ignored altogether, and 
which are necessary but only to a rough 
approximation. Labeling each [01] boundary 
pixel with the six ±𝐿𝐿𝑝𝑝 is one way to incorporate 
a fair amount of flexibility into the model, 
which can then be used to explore different 
physical effects. 
 Moving on, [20] boundary pixels describe 
prism facets, so, like the [10] boundary pixels, 
it is important to characterize their 
surroundings carefully. Again, we define four 
lengths ±𝐿𝐿𝑝𝑝 by measuring the distances to the 
nearest ledges or kinks in each of the four 
vertical and horizontal directions. The 
discussion is then essentially identical to that 
for the [10] boundary pixels, except that we 
know that modeling of the prism-facet edges 
of thin plates is even more likely to involve 
some unusual physics like the ESI effect, the 
Gibbs-Thomson effect, etc. In particular, 
suppressing the growth of one-pixel-thick 
plates via the Gibbs-Thomson effect should be 
incorporated into the model. 
 Although the facet surfaces must be 
described carefully in any realistic snow crystal 
model, we can be a bit more cavalier regarding 
many of the remaining boundary pixels. For 
example, simply setting 𝛼𝛼 = 0 for all [10] pixels 
should be fine, as the molecular attachment at 
isolated [10] tips will be weak. At the same 
time, one can likely assume 𝛼𝛼 = 1 for all “kink-
dominated” boundary pixels, such as [30], [40], 

Figure 5.29: This diagram of several basal 
terraces shows a topmost “upper” basal terrace 
in dark blue, the next lowest terrace in light blue, 
and the terrace below that in white. The red cell 
illustrates a representative boundary pixel that 
lies atop the light-blue terrace. Counting the 
number of same-terrace boundary pixels in the 
six directions shown yields the 𝑳𝑳𝒑𝒑 vector [-1,-
2,+7,+5,+4,+7]. 
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[21], etc., as these are all tight-binding sites. 
Snow crystal growth is largely facet-dominated, 
as I described above, so these model 
simplifications are likely acceptable over a 
broad range of growth conditions. 
 Note that the boundary pixel attributes 
must be recalculated after each growth step in 
the model. Every time a single boundary pixel 
turns to an ice pixel, the boundary geometry 
changes along with many of the ±𝐿𝐿𝑝𝑝 around it. 
This issue is usually handled by defining all the 
boundary pixels anew after each growth step 
and immediately recalculating all the attributes 
for the set. Some computational savings could 
be realized, however, by only recalculating 
boundary-pixel attributes near the position of 
the last growth step, as this is the only region 
where the boundary changes significantly 
during that step. It is not obvious that this 
savings would be substantial, but every little bit 
helps. 
 
Laplace Approximation  
As discussed previously in this chapter, the low 
Peclet number associated with snow crystal 
growth means that the particle diffusion 
equation turns into Laplace’s equation, and 
growth modeling can be divided into separate 
diffusion and growth steps. This latter point, 
first made by Kelly and Boyer [2014Kel], 
provides a substantial simplification in CA 
modeling. 
 The first step is to assume a static crystal 
surface and iterate to a solution of Laplace’s 
equation in the space surrounding the crystal. 
For a 3D model, the optimal propagation 
equation (see Equation 5.15) becomes 
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where 𝜎𝜎𝑝𝑝 is a vapor pixel and the sum is over its 
eight nearest neighbors. As usual with CA 
models, this is the simple part, and the level of 
precision is mainly limited by the number of 
iterative steps computed. 

Outer Boundary and 
Monopole Matching  
The next-easiest part of the model is the outer 
boundary, and again we can use monopole 
matching to extend the outer boundary to 
infinity to a satisfactory approximation. This 
avoids complications associated with an 
adaptive grid, allowing the use of a constant 
grid spacing with the outer boundary that is 
fairly close to the growing crystal. How close 
depends on the overall accuracy desired, as a 
close outer boundary will distort the 
supersaturation field to some extent. 
 For our 3D grid, the outer boundary is 
defined as (see Equations 5.10 and 5.27) 
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4𝜋𝜋𝜌𝜌𝑠𝑠𝑏𝑏𝑠𝑠𝑋𝑋0𝑣𝑣𝑘𝑘𝑝𝑝𝑣𝑣
(5.30) 

 
where 𝜎𝜎𝐵𝐵 refers to an outer boundary pixel and 
𝜌𝜌𝑠𝑠𝑏𝑏𝑠𝑠 is the distance from the model’s physical 
center to that outer boundary pixel location.  
 The rate of change of the total volume is 
given by (see Equation 5.26) 
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where the sum is over all surface boundary 
pixels and 𝐺𝐺1 = 2/√3 so the numerator is equal 
to the volume of a single pixel in our model, 
assuming ∆𝑥𝑥 as defined in Figure 5.27 along 
with ∆𝑧𝑧 = ∆𝑥𝑥. The 𝛿𝛿𝜕𝜕𝑏𝑏 are defined below. 
 
The Surface Boundary and 
Facet Dominated Growth 
Most of the important physics in our model 
rests in the surface boundary conditions, so it 
is important that we define these to reflect the 
correct underlying physical processes as 
accurately as possible. This is most easily done 
for a simple basal surface, where the 
continuum surface boundary condition (see 
Chapter 4)  
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becomes (upper basal surfaces only) 
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∆𝑥𝑥
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�
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on our CA grid, where 𝜎𝜎𝑏𝑏 is the supersaturation 
in the basal boundary pixel, 𝜎𝜎𝑏𝑏+1 is the 
supersaturation in the vapor pixel just above 
the boundary pixel, and 𝛼𝛼(𝜎𝜎𝑏𝑏) = 𝛼𝛼𝑏𝑏𝑏𝑏𝑠𝑠𝑏𝑏𝑏𝑏 is the 
attachment coefficient at the boundary pixel. 
 Note that this disagrees with the Kelly and 
Boyer boundary condition (Equation 11 in 
[2014Kel]), as the latter is incorrect for a flat 
basal surface. Note also that Equation 5.33 
should be used as part of the iterative process 
of defining the supersaturation field, as was 
discussed in connection with Equation 5.7 
above. When applied in this way, any 
functional form for 𝛼𝛼(𝜎𝜎𝑏𝑏) can be used, 
regardless of complexity. Both 𝜎𝜎𝑏𝑏 and 𝛼𝛼(𝜎𝜎𝑏𝑏) 
should converge smoothly to the correct result 
during this iterative process. 
 Unfortunately, the 3D grid geometry is 
such that Equation 5.33 cannot be used for 
other boundary pixels, even on a prism facet. 
We therefore define a generalized boundary 
condition that is valid for all boundary pixels 
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�
−1

(5.34) 

 
where 𝜎𝜎𝑏𝑏 is any boundary pixel, 𝜎𝜎𝑜𝑜𝑝𝑝𝑝𝑝 is the 
average supersaturation in all vapor pixels that 
“oppose” ice pixels for this boundary pixel (see 
Figure 5.30), and 𝐺𝐺𝑏𝑏 is a dimensionless 
geometrical factor that must be defined for 
each boundary pixel. Conveniently, 𝐺𝐺𝑏𝑏 = 1 for 
both [20] (prism facet) and [10] (basal facet) 
boundary pixels, which is why we defined ∆𝑥𝑥 
as we did in Figure 5.27.  

Admittedly, calculating 𝜎𝜎𝑜𝑜𝑝𝑝𝑝𝑝 is a chore for 
every boundary pixel on every iterative step of 
the relaxation process, but this is why we have 
computers. This could be done in a 
straightforward manner by using 
 

𝜎𝜎𝑜𝑜𝑝𝑝𝑝𝑝 =
1

𝑁𝑁𝑤𝑤𝑖𝑖𝑝𝑝𝑤𝑤ℎ𝑠𝑠
� 𝑀𝑀𝑝𝑝𝜎𝜎𝑝𝑝

8

𝑝𝑝=1
(5.35) 

 
where 𝑀𝑀𝑝𝑝 is a weighting vector equal to 1 for 
an “oppose” pixel and 0 otherwise, and 
𝑁𝑁𝑤𝑤𝑖𝑖𝑝𝑝𝑤𝑤ℎ𝑠𝑠 = ∑𝑀𝑀𝑝𝑝. As with other boundary pixel 
attributes, the 𝑀𝑀𝑝𝑝 can be calculated once after 
each growth step. This vector then allows for 
rapid calculation of 𝜎𝜎𝑜𝑜𝑝𝑝𝑝𝑝 at each step in the 
Laplace iteration of the supersaturation field. 
 For facet-dominated growth, the values of 
the 𝐺𝐺𝑏𝑏 on non-facet boundary pixels may not 
greatly change the outcome of a model run. It 
might be beneficial to do the geometry 
correctly for a [21] boundary pixel, however, 
much like it was with the 45-degree surface in 
the 2D model above. A few added touches like 
this can substantially reduce the intrinsic 
anisotropy in the CA model, and this could 

Figure 5.30: This diagram illustrates the 
calculation of 𝝈𝝈𝒐𝒐𝒑𝒑𝒑𝒑, the supersaturation 
averaged over all pixels that “oppose” a given 
boundary pixel. In each of this examples, the 
red cell is a boundary pixel, blue cells are ice 
pixels, and the yellow cells “oppose” the ice 
pixels. The value of 𝝈𝝈𝒐𝒐𝒑𝒑𝒑𝒑 is calculated by 
averaging the supersaturations in the yellow 
cells. Note that this 2D diagram does not show 
additional cells in the vertical directions. In 
general, a boundary pixel labeled by [HV] 
nearest neighbors (see Figure 5.26) would have 
H+V “opposing” cells. 
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improve how some familiar snow crystal 
features are reproduced in the model.  

Another thought is to use 𝐺𝐺𝑏𝑏 = 1 on [01] 
and [20] facet surfaces while leaving it as a 
constant, but adjustable, model parameter on 
all other surfaces to see what happens. It 
appears that some additional research is needed 
to determine the best course of action here. 
Greater algorithmic complexity can reduce 
intrinsic model anisotropies, but the additional 
effort may not greatly influence the outcomes 
for facet-dominated growth. Most important at 
this point is simply to make sure that the 
surface boundary condition in Equation 5.34 
reproduces the correct attachment physics on 
the facet surfaces with the highest possible 
precision. 
 
Growth Steps  
As with the 2D model described above, there 
are additional geometrical factors inherent in 
how we define a growth step. We begin with a 
generic functional form for the time required 
to “fill” the remainder of each boundary pixel, 
generalizing Equation 5.18 to  
 

𝛿𝛿𝜕𝜕𝑏𝑏 =
𝐻𝐻𝑏𝑏∆𝑥𝑥
𝑣𝑣𝑣𝑣

(1 − 𝑓𝑓𝑏𝑏) (5.36) 

 
where 𝑓𝑓𝑏𝑏 is the filling factor described above 
(equal to 0 when a boundary pixel first appears 
and 1 when a boundary pixel turns to ice), 
 

𝑣𝑣𝑣𝑣 = 𝛼𝛼𝑣𝑣𝑘𝑘𝑝𝑝𝑣𝑣𝜎𝜎𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠
                     = 𝛼𝛼(𝜎𝜎𝑏𝑏)𝑣𝑣𝑘𝑘𝑝𝑝𝑣𝑣𝜎𝜎𝑏𝑏 (5.37) 

is the growth velocity normal to the ice surface, 
and 𝐻𝐻𝑏𝑏 is a dimensionless geometrical factor 
near unity.  
 As with Equation 5.34, 𝐻𝐻𝑏𝑏 = 1 for both 
[20] (prism facet) and [10] (basal facet) 
boundary pixels. This accurately describes facet 
growth partly because of our choice of ∆𝑥𝑥 in 
Figure 5.27, along with ∆𝑧𝑧 = ∆𝑥𝑥, and partly 
because the surface normals lie along the grid 
axes for both primary facets. 
 As with the 𝐺𝐺𝑏𝑏 factors, determining 𝐻𝐻𝑏𝑏 for 
non-faceted boundary pixels is difficult to do 
with high accuracy, as the correct surface 

normal is not easily determined in a CA model. 
I described this same problem above with the 
2D model, where the facet-vicinal model 
appears to achieve reasonably accurate 
geometrical factors for all flat vicinal surfaces, 
thus substantially reducing the built-in 
anisotropies in the CA model.  

Extending the facet-vicinal ideas to a 3D 
model would be challenging, as one would 
have to deal with quite a bit of additional 
geometrical complexity. I can imagine a 
number of numerical strategies for calculating 
approximate 𝐺𝐺𝑏𝑏 and 𝐻𝐻𝑏𝑏 using the ±𝐿𝐿𝑝𝑝 data, but 
nothing that would be both simple and 
accurate.  

At this stage in our understanding of 3D 
CA snow crystal models, I suspect that it is 
premature to worry too much about the 
intrinsic anisotropies and geometrical precision 
wrapped up in these geometrical factors. 
Perhaps simply using 𝐺𝐺𝑏𝑏 = 𝐻𝐻𝑏𝑏 = 1 for all 
boundary pixels is good enough to produce 
reasonable model results. It is valuable to 
recognize that these geometrical factors exist, 
and that errors in their calculation result in 
intrinsic anisotropies in the model. 
Understanding the extent and importance of 
this problem, however, I leave for another day. 
 
Attachment Coefficients on 
Faceted Surfaces 
I believe that the most important challenge 
right now is to incorporate accurate attachment 
coefficients in snow crystal models, particularly 
on the primary facet surfaces. This will be 
something of an iterative scientific process, as 
detailed 3D modeling will help us better 
understand the attachment kinetics, which, in 
turn, will allow us to build better models, and 
so on.  

As I described in Chapter 3, targeted 
experiments measuring 𝛼𝛼𝑏𝑏𝑏𝑏𝑠𝑠𝑏𝑏𝑏𝑏 and 𝛼𝛼𝑝𝑝𝑠𝑠𝑝𝑝𝑠𝑠𝑝𝑝 
directly are necessary but probably not 
sufficient, as the attachment kinetics appear to 
depend on supersaturation, temperature, air 
pressure, terrace width, and perhaps other 
factors yet unknown. Growing and modeling 
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full 3D structures in air and other gases at 
different pressures will likely be needed to fully 
comprehend what is going on with the 
attachment kinetics. And we are only just 
beginning to execute this scientific program in 
earnest. 

Given that our understanding is quite 
limited at present, a good first step is to 
parameterize 𝛼𝛼𝑏𝑏𝑏𝑏𝑠𝑠𝑏𝑏𝑏𝑏 and 𝛼𝛼𝑝𝑝𝑠𝑠𝑝𝑝𝑠𝑠𝑝𝑝 with 𝛼𝛼𝑠𝑠𝑏𝑏𝑣𝑣𝑖𝑖𝑠𝑠 =
𝐴𝐴 exp(−𝜎𝜎0/𝜎𝜎𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠), where 𝐴𝐴 and 𝜎𝜎0 are model 
parameters that may depend on a variety of 
other factors. This functional form clearly 
applies at low background gas pressure (see 
Chapter 3), and it is likely a good 
approximation at higher pressures also. 
However, both 𝐴𝐴 and 𝜎𝜎0 may depend on 
pressure to some degree, especially near -5 C.  

Whatever the form chosen, the faceted 
𝛼𝛼𝑏𝑏𝑏𝑏𝑠𝑠𝑏𝑏𝑏𝑏 and 𝛼𝛼𝑝𝑝𝑠𝑠𝑝𝑝𝑠𝑠𝑝𝑝 apply only to upper-terrace 
boundary pixels or those that are far removed 
from any kink sites that can dramatically 
increase 𝛼𝛼 via surface diffusion (see below). In 
terms of the ±𝐿𝐿𝑝𝑝 data, all these parameters 
must be greater than zero, or the smallest 
negative 𝐿𝐿𝑝𝑝 must be greater than some 
prescribed limit (which is a parameter in the 
model).  

It is an unfortunate reality in snow crystal 
modeling that we do not fully understand 
attachment kinetics even on simple faceted ice 
surfaces, neither empirically nor at a basic 
physics level. Needless to say, this makes 
precision model-building something of a 
challenge at present, but we proceed regardless, 
one step at a time.  
 
Upper Terrace Effects  
Sharp edges are somewhat common features in 
snow crystal growth, and it appears that these 
require some special attention in CA models. 
The edges of thin plates are especially 
prominent near -15 C, yielding narrow prism 
facets, but narrow basal facets can also be 
found on the edges of sheath-like hollow 
columns. In both cases, the radii of curvature 
of the edge surfaces appear to be few times 𝑋𝑋0 

in extreme cases, although the dimensions are 
not known with great precision.  

We have regularly observed thin plates in 
normal air with overall thicknesses down to 
one micron using accurate interferometric 
measurements [2008Lib1, 2009Lib], and this 
thickness puts an upper limit on the edge 
curvature for these crystals. Sheath-like edges 
appear to be a few times thicker, but I am not 
aware of any accurate measurements for these 
crystals. 
 In a curvature class all their own are the 
electric ice needles (see Chapter 8), where the 
tips of c-axis needles have exhibited radii of 
curvature down to 100 nm in the most extreme 
cases [2002Lib]. Here the small radii were not 
measured directly, but inferred from the needle 
growth velocity using the Ivantsov relation (see 
Chapter 4), which probably yields accuracies of 
a factor of two or better. Incorporating 
electric-field effects in CA models is beyond 
the scope of this chapter, but suffice it to say 
that even 100-nm surface curvatures are not 
impossible to realize in snow crystal growth 
experiments. 
 There are two primary physical effects that 
one should consider when modeling these 
high-surface-curvature features: the Gibbs-
Thomson effect (Chapter 2) and the edge-
sharpening instability (ESI; Chapter 3). The 
former is a well-understood phenomenon, but 
appears to play a relatively small role in snow 
crystal growth. The latter is something of a 
hypothesis at present, barely tested and with 
uncertain physical origins, but it appears to play 
a substantial role in the formation of thin plates 
near -15 C. In both cases, however, it seems 
prudent at this point to include these 
phenomena in our modeling efforts, if for no 
other purpose than to test how much they 
influence snow crystal growth rates and 
morphologies. 
 I believe that both these physical 
phenomena can be incorporated into a CA 
model, to a reasonable approximation anyway, 
by considering only the upper terraces of 
faceted surfaces. The upper terraces are easily 
identified for a given boundary pixel by 
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requiring that all the 𝐿𝐿𝑝𝑝 be positive, as was 
described above. Moreover, the curvature of 
the surface at a given point can be estimated 
from the 𝐿𝐿𝑝𝑝 data as well, for example by the 
sum of opposing 𝐿𝐿𝑝𝑝. The precise algorithm is 
probably not especially important, and one can 
imagine different approaches. What likely does 
matter is consistently identifying large arrays of 
high-curvature surfaces, for example the edges 
of thin plates that remain thin as the crystal 
grows. 
 In the ESI effect, a high-curvature prism 
surface (in the CA case, an upper prism terrace 
with at least one narrow width) would exhibit 
an attachment coefficient that is far larger than 
the usual 𝛼𝛼𝑝𝑝𝑠𝑠𝑝𝑝𝑠𝑠𝑝𝑝 associated with broad prism 
facets (see Chapter 3). This can be 
incorporated into the model by letting 𝛼𝛼𝑝𝑝𝑠𝑠𝑝𝑝𝑠𝑠𝑝𝑝 
depend on the upper facet width, as extracted 
from the 𝐿𝐿𝑝𝑝 boundary pixel attributes. This 
factors into 𝛼𝛼(𝜎𝜎𝑏𝑏) in Equation 5.34, and we see 
that 𝛼𝛼(𝜎𝜎𝑏𝑏) changes automatically with every 
update of the boundary pixel attributes. The 
same goes for the growth step calculation in 
Equations 5.36 and 5.37.  
 For the Gibbs-Thomson effect, the surface 
curvature need only be used to adjust the 
growth step, so Equation 5.37 is replaced by 
the general form  
 

            𝑣𝑣𝑣𝑣 = 𝛼𝛼(𝜎𝜎𝑏𝑏)𝑣𝑣𝑘𝑘𝑝𝑝𝑣𝑣(𝜎𝜎𝑏𝑏 − 𝑑𝑑𝑠𝑠𝑣𝑣𝜅𝜅)       (5.37) 
 
where 𝜅𝜅 is again estimated from the 𝐿𝐿𝑝𝑝 
boundary pixel attributes. Because the Gibbs-
Thomson effect is not very strong in snow 
crystal growth, it is probably not necessary to 
provide an extremely accurate algorithm for 
estimating 𝜅𝜅. Likewise, it is probably not 
necessary to include the Gibbs-Thomson 
effect when solving Laplace’s equation to 
determine the supersaturation field around the 
growing crystal, as the perturbation arising 
from surface curvature is so small. 
 Throughout this discussion, we see that the 
key element for including the Gibbs-Thomson 
effect and investigating the ESI mechanism in 
our 3D CA model is the initial step of 

generating boundary pixel attributes that 
include non-local information via the ±𝐿𝐿𝑝𝑝 data. 
Only nearest-neighbor terms were used in 
previous 3D CA models [2009Gra, 2014Kel], 
but it is becoming clear (in my opinion) that 
non-local surface structure will be necessary 
before CA models will be able to match 
experimental observations of snow crystal 
growth rates and morphologies. 
  
Vicinal Surfaces and the  
FSD Approximation  
While non-local information can be important 
on upper-terrace faceted surfaces, it is even 
more important on vicinal surfaces, which 
include essentially all non-upper-terrace 
surfaces in the CA model. The basic idea here 
is that admolecules on normal terraces (not 
upper terraces) can diffuse along the surface 
until they reach kinks sites where they are 
readily absorbed. Thus surface diffusion 
increases the attachment kinetics to 𝛼𝛼 ≈ 1 for 
surface locations closer than 𝑥𝑥𝑑𝑑𝑝𝑝𝑠𝑠𝑠𝑠, the surface 
diffusion length (see Chapter 2), to the nearest 
kink sites. 
 As I discussed above in connection with 
Figure 5.20, the important parameter for CA 
modeling is not 𝑥𝑥𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠, but 𝑥𝑥𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠/𝑎𝑎, as surface 
diffusion effectively operates over 𝑥𝑥𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠/𝑎𝑎 
cells in the CA model. In a practical sense, this 
means that 𝛼𝛼 ≈ 1 should be assumed on most 
non-upper-terrace surfaces in the model. 
Upper-terrace surfaces are described by 𝛼𝛼𝑠𝑠𝑏𝑏𝑣𝑣𝑖𝑖𝑠𝑠, 
as are surfaces where |𝐿𝐿𝑝𝑝| ≫ 𝑥𝑥𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠/𝑎𝑎 for all 
negative 𝐿𝐿𝑝𝑝. But all other surfaces are best 
described by 𝛼𝛼 ≈ 1. This is the essence of the 
Fast-Surface-Diffusion (FSD) approximation 
described above. Because essentially all non-
faceted surfaces have 𝛼𝛼 ≈ 1, the overall growth 
dynamics are largely determined by the 
behavior of the faceted surfaces.  
 Incorporating surface diffusion is relatively 
straightforward using the ±𝐿𝐿𝑝𝑝 boundary pixel 
attributes. If the distance to the nearest kink 
site is less than some prescribed value 𝐿𝐿𝑠𝑠𝑑𝑑 in 
the model, then one simply sets 𝛼𝛼 ≈ 1 for that 
boundary pixel and proceeds. It is likely, given 
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our current knowledge of surface diffusion, 
that this will set 𝛼𝛼 ≈ 1 over much of the surface 
for all but the most cleanly faceted crystals. 
Nevertheless, the existing measurements of 
𝑥𝑥𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 are quite poor, and the value could be 
quite different on the basal and prism facets. 
So 𝐿𝐿𝑠𝑠𝑑𝑑 is perhaps best left as two adjustable 
parameters (one for each facet) at present.  
 Note that even a quite leaky Ehrlich–
Schwoebel barrier does not mean that 𝛼𝛼 ≈ 1  
on upper-terrace surfaces. Moreover, the 
𝑥𝑥𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠/𝑎𝑎 logic described above does not apply 
to upper terrace surfaces like it does to other 
surfaces in CA models. If in the case of a leaky 
Ehrlich–Schwoebel barrier (see Chapter 2), 
admolecules near the edges of upper terraces 
could diffuse to an edge and be absorbed by a 
lower kink site. Physically, however, this only 
happens within a distance 𝑥𝑥𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 from the edge, 
meaning it does not affect the entirety of a large 
facet area.  

Assuming 𝑥𝑥𝑠𝑠𝑠𝑠𝑠𝑠𝑠𝑠 ≈ 10 𝜕𝜕𝜇𝜇 (see Chapter 2), 
we see that a leaky Ehrlich–Schwoebel barrier 
has hardly any effect on the growth of a large 
facet surface. It is reasonable to assume, 
therefore, that 𝛼𝛼𝑠𝑠𝑏𝑏𝑣𝑣𝑖𝑖𝑠𝑠 on an upper terrace in 
our CA model is also negligibly affected by a 
leaky Ehrlich–Schwoebel barrier. (An 
extremely narrow facet may be affected by a 
leaking E-S barrier, however; this possibility is 
discussed in Chapter 3 in conjunction with the 
ESI effect.) 
 
Quantitative Modeling 
It is a telling statement that no 3D snow crystal 
model to date has ever been directly compared 
to quantitative experimental data. One 
interpretation of this state of affairs is that 3D 
modeling is hard, and that is certainly true. In 
particular, 3D modeling of faceted+branched 
crystal growth has only become possible in 
recent years.  

Another interpretation of the above 
statement is that making precise measurements 
of growing snow crystals is difficult, and that is 
also true. I am particularly fond of the e-needle 
method for producing precise measurements 

of 3D structures in known growth conditions, 
and that too is a relatively new development.  

The most likely reason that 3D models 
have not been compared with experiments, 
however, is likely just that snow crystal growth 
has not received much attention over the years. 
Other areas of materials science have 
commanded greater attention, commensurate 
with their potential for commercial 
applications, as is to be expected. Nevertheless, 
numerical models of crystal growth have 
become simpler with improved computational 
power, and progress in numerical techniques 
has been accelerating rapidly in recent years. 
 Scientists have pondered the formation of 
snow crystals for 400 years, ever since Kepler 
first puzzled over their six-fold symmetry 
[1611Kep]. The field has been pushed forward 
in fits and starts by a small number of 
interested researchers, making slow but steady 
progress over time. My own research suggests 
that all the pieces are just now beginning to 
come together, as we recently learned how to 
produce good experimental observations and 
how to build quite reasonable numerical 
models. The time is ripe to combine 
quantitative experimental observations of 
growth rates and morphological behaviors with 
corresponding computational modeling 
studies.  
 Our understanding of the underlying 
physics is incomplete at present, but that is 
what makes the scientific challenge especially 
interesting. The best way to proceed (in my 
opinion) is simply to plunge forward with both 
modeling and quantitative growth studies, 
comparing one with the other to see what 
works and what does not. The entire 
morphology diagram (see Chapter 8 in 
particular) lies waiting for a definitive 
explanation. There is much opportunity on this 
scientific track for greatly improving our 
understanding of snow crystal growth 
dynamics, and, hopefully, our understanding of 
crystal growth in general. 
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